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ABSTRACT

In this thesis I develop a tool to interactively explore a high dimensional simulation space, to visualize, and to compare its simulation
results at different levels. To create a tool that meets user requirements as well as data characteristics, I identify visualization objectives
with domain experts from the Pacific Forestry Centre, Victoria. Based
on this objectives I analyze and compare several visualization techniques, design and implement the Landscape Unit Mountain Pine Beetle
Key (LuMPB Key). The LuMPB Key is a decision support tool that allows landscape managers to compare different mountain pine beetle
(MPB) management scenarios at various simulation conditions.
This research is driven by a devastating outbreak of mountain pine
beetle (Dendroctonus ponderosae) in the interior of British Columbia,
Canada. Many efforts are taken to get a better understanding of the
beetles behavior, to predict future impacts, and to provide forest managers with information upon which they can base their decisions regarding the beetles. As a part of these efforts, complex simulation
models of MPB activities on a landscape scale are being utilized. With
the LuMPB Key I provide access to the huge number of results created
by these simulations.
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Z U S A M M E N FA S S U N G

In dieser Arbeit entwickele ich ein Programm, das zur Erkundung
eines hochdimensionalen Simulationsraums dient. Dabei können Simulationsergebnisse visualisiert und auf mehreren Ebenen verglichen
werden. Damit dieses Programm sowohl den Nutzeranforderungen als
auch den Daten gerecht wird, identifiziere ich in Zusammenarbeit mit
Experten des Pacific Forestry Centres in Victoria die Visualisierungsziele. Darauf aufbauend analysiere und vergleiche ich verschiedene Visualisierungstechniken und entwerfe sowie implementiere den Landscape Unit Mountain Pine Beetle Key (LuMPB Key). Der LuMPB Key ist ein
Entscheidungshilfesystem. Es ermöglicht Forstmanagern, verschiedene Borkenkäfer-Managementstrategien unter verschiedensten Simulationsbedingungen zu vergleichen.
Diese Arbeit ist durch einen verheerenden Ausbruch des Kiefernborkenkäfers (Dendroctonus ponderosae) im Landesinneren von British
Columbia, Kanada, motiviert. Es werden viele Bemühungen unternommen, um ein besseres Verständnis über das Verhalten der Käfer
zu bekommen und um zukünftige Auswirkungen vorauszusagen. Damit werden Forstmanagern Informationen zur Verfügung gestellt, auf
deren Grundlage sie ihre Entscheidungen bezüglich der Käfer treffen
können. Als Teil dieser Bemühungen werden komplexe Simulationsmodelle verwendet, die Käferaktivitäten auf Landschaftsebene nachbilden. Mit dem LuMPB Key stelle ich ein Programm zur Verfügung,
dass den Zugriff auf die grosse Anzahl von Simulationsdaten erlaubt.

iv

P U B L I C AT I O N S

Some ideas and figures will appear in the following publications:
Torre Zuk, Lothar Schlesier, Petra Neumann, Mark S. Hancock, and
M. Sheelagh T. Carpendale. Heuristics for Information Visualization Evaluation. In Proceedings of the Workshop on Advanced Visual Interfaces
(AVI 2006, May 23-26, 2006, Venice, Italy), New York, NY, USA, 2006.
ACM Press. To appear.
Lothar Schlesier, Josie Hughes, Andrew Fall, M. Sheelagh T. Carpendale. The LuMPB Key: A Multiple View Interface to Explore High Dimensional Mountain Pine Beetle Simulation Data. In Proceedings of the
Fourth International Conference on Coordinated and Multiple Views
in Exploratory Visualization (CMV 2006, July 4th, 2006, London, Great
Britain), 2006. IEEE Press. To appear.

The software presented in this thesis, including source code and the
simulation data, is available from my project website:
http://lumpbkey.divnull.net

v

The more journeys you make, the more directions they take.
— proverb from Egil’s saga
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INTRODUCTION

In this thesis I undertake a case study on accessing and visualizing
multi dimensional simulation data. Specifically, this data comes from
the project “Projection of the Efficacy of MPB Management at the
Landscape Scale” [47]. In this project typical forest patterns and mountain pine beetle (MPB) distribution patterns are combined. Various MPB
management scenarios are simulated under different conditions on
these patterns, creating a huge data set of pre-computed simulation
results. The goal of the project is to provide forest managers with a
decision support system that allows them to identify efficient management strategies for a given type of landscape pattern and a set of
applied conditions.
In the next section I introduce the mountain pine beetle problem.
After that, I present my objectives for my thesis. In the last section of
this chapter I give the organization of the remainder of this thesis.
1.1 the mountain pine beetle problem
The mountain pine beetle (Dendroctonus ponderosae) is a native bark
beetle that can be found in pine forests throughout western North
America. The 4 to 8 mm long beetles use pine trees—especially lodgepole pine (Pinus contorta var. latifolia) and Limber pine (Pinus flexilis)—as their hosts to reproduce themselves.
1.1.1 The Beetle’s Life Cycle
Usually in late July and early August adult beetles emerge from their
trees in the search for new hosts. They can fly for a few kilometers
within the forest, though they can also decide to go above the tree
level and let themselves be carried by the wind. In this case they can
be dispersed for a couple of hundred kilometers [55]. The beetles flight
period is also subject to the weather conditions [5]:
• In normal warm summers the flight period lasts for about 2 to 10
days. Beetles emerge from the host trees at temperatures above
16°C. The main flight activity occurs during the afternoon when
temperatures are above 25°C.
• In cooler summers the flight period can be extended up to six
weeks, which negatively affects the beetles’ success and seasonal
synchrony.
Mountain pine beetles find host trees mainly by vision. The beetles
bore holes into the bark to get under it and build galleries. The tree
tries to defend itself against the attack by using resin to confine beetles.
Mountain pine beetles have two strategies to overcome a tree’s defense
system. They carry spores of the blue stain fungus (Ophiostoma clavigerum) which starts to spread once it gets under the bark, killing cells
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of the tree and thus weakening the tree. Secondly, beetles mass attack
trees to outnumber their capacities of defending themselves. For this
they use pheromones to attract more beetles once they found a tree to
attack [7].
If the beetles get successfully under the bark they mate. The female beetles then start to create galleries under the bark where they
lay between 60 and 80 eggs [56]. Eggs hatch after about two weeks
and undergo four different larvae stages, in which they feed from the
sapwood. During these stages they improve their cold tolerance. At
its maximum the larvae can sustain temperatures as low as -35°C for
a longer time [37]. In June and July they transform into pupae and
finally into adult beetles.
Mountain pine beetles prefer to use mature pine trees as their hosts.
Older trees are larger, providing more space and food for larvae. Their
bark is thicker, thus providing a better protection against cold temperatures and natural enemies, such as woodpeckers. Finally, older pine
trees are less capable to defend themselves against a beetle attack.
A successful beetle attack kills the host tree. Thus, each generation
of beetles needs to find new trees. Eight to ten months after a successful attack the foliage of a dead tree turns red (see Figure 1).
1.1.2 Outbreaks
Endemic beetle populations are part of a balanced forest’s ecosystem,
and a few beetle-infested trees—usually already debilitated or stressed
trees—can be found dispersed within forest stands. Beetle populations
that can successfully mass attack large diameter trees are called incipient epidemic populations. The growth of an incipient epidemic population over time and space leads to an epidemic or beetle outbreak. Under
epidemic conditions forests on a landscape scale are affected by beetles (see Figure 1), and the annual growth of the beetle population is
twofold to fourfold resulting in large numbers of new infested areas
and trees [53].
An outbreak can last for 5 to 20 years [52] having huge ecological
and economical impacts [56, 41]:
• increasing a forest’s fuel load, potentially leading to a higher risk
of forest fires,
• affecting watershed and water quality,
• changing the wildlife’s habitat and thereby the regional wildlife
distribution,
• decreasing landscape aesthetics and recreational values,
• causing extensive timber losses,
• and reducing the future Allowable Annual Cuts.
1.1.3 The Mountain Pine Beetle in British Columbia
Populations of mountain pine beetle in the central interior region of
British Columbia, Canada, have been increasing since the mid 1990s.

1.1 the mountain pine beetle problem

Figure 1. Aerial view of an area extensively attacked by mountain pine beetle. Red trees were killed by MPB. Photo by Lorraine Maclauchlan,
Ministry of Forests [8].

This has now been grown to the largest beetle outbreak to be known
in British Columbia due to the following reasons [40]:
1. the abundance of susceptible pine trees: compared to 1910, 300%
more area is covered by mature pine,
2. sustained favorable weather for the beetles,
3. and a lack of effective control action during the outbreak’s incipient stage
From 2002 to 2003, the mountain pine beetle infestation increased
from approximately 2.0 to 4.2 million hectares (including all infestation
levels) [45]. In 2004 already 7 million hectares were affected [46], and
projections estimate the area to be infested by the end of 2005 to be 10
million hectares—that is 11% of the total land area of British Columbia.
The area covered by lodgepole pine-leading stands in BC sums up to
14.9 million hectares.
1.1.4 Beetle Management
The first step in dealing with mountain pine beetles is to detect where
they are. It is easy to find larger groups of trees that were attacked in
the previous year by air surveillance, since the killed trees have turned
red. The more effort is put into the surveillance the smaller groups of
trees can be detected.
Finding trees attacked in the current year is more difficult and cost
extensive. The only indication for an ongoing attack are the holes
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bored into the bark by the beetles. That means people need to be sent
into the forest to watch for this indicator.
Depending on the severity of the attack different strategies are meaningful to deal with the beetles:
• If only a few infested trees are found in an area, people can be
sent in to fell and burn those trees. As they might be located
in remote areas they often need to be flown in and out with
helicopters which is very cost intensive.
• In the case that larger areas are under attack managers might
want to direct their Annual Allowed Cuts in these areas.
• Since the wood of killed trees is still valuable for even some years
management can also target to salvage dead trees.
1.1.5 Consequences
Driven by the current devastating outbreak of mountain pine beetles
in the interior of British Columbia, Canada, many efforts are being
taken to get more insight to the beetle behavior and to provide forest
managers with information on the beetles impact on the pine forests.
Computer simulations are an important part of these efforts.
The behavior of mountain pine beetles in forest stands1 is relatively
well understood, and forest risk rating systems [61] as well as mountain pine beetle population models for forest stands [54] exist. More
recent projects [18, 22, 23] have adopted simulations to the landscape
scale using the MPB-SELES model [50]. While these models have
proven to be useful for the landscapes they were applied to, many
more landscape types exist. Modeling and simulating all the different
types of landscapes in British Columbia would be an extremely time
consuming process, and since the beetle problem is rapidly spreading
it is important to make decision about management strategies now.
For this reason simulation models that simulate a great variety of
typical landscape patterns, together with different types of mountain
pine beetle outbreak patterns [27] are being used rather than “real”
landscapes in the “Projection of the Efficacy of MPB Management at
the Landscape Scale” [47]. For the simulations the Spatially Explicit
Landscape Event Simulator (SELES) [19, 20] is being utilized. The data
generated in the simulations is complex in its volume, dimensionality,
and relations. My main goal for this thesis is to create a tool that
addresses these problems, allowing landscape managers to access and
visualize the simulation results.
1.1.6 Further Readings
As a starting point for further readings on the mountain pine beetle
the reader should be referred to Carroll and Safranyik’s paper on the
bionomics of the mountain pine beetle in lodgepole pine forests [14],
that gives a good overview on the research that has been done in this
1 Forest stands cover a small area up to a few hectares. In contrast landscapes can be
some 104 to 105 hectares wide.

1.2 objectives

field, and the website of the Canadian Forest Service’s Mountain Pine
Beetle Initiative [10].
1.2 objectives
My goal for this thesis is to develop a decision support system (DSS)
that allows forest managers to access and visualize the simulation data
generated in the “Projection of the Efficacy of MPB Management at the
Landscape Scale” project [47]. The data created in this project is immense and for this reason forest managers need to be supported to be
able to make use of the data. According to Turban a DSS is “an interactive, flexible, and adaptable computer-based information system,
especially developed for supporting the solution of a non-structured
management problem for improved decision making. It utilizes data,
provides an easy-to-use interface, and allows for the decision maker’s
own insights” [65]. In conjunction with this definition, the emphases
of my work are to provide interactive visualizations of the simulation
data in an easy-to-use and clear user interface. To achieve this and to
meet the requirements of forest managers my work involves consultation of the simulation and MPB experts at the Pacific Forestry Centre.
The two main tasks that need to be supported by the DSS are:
1. Providing access to the simulation data: Forest managers should
be able to easily select relevant simulations from the huge data
set. On the one the hand, it should be possible to import a landscape classification into the program to determine relevant simulation runs for that landscape. Essentially, a landscape classification is a mapping of the properties of a real landscape’s GIS-based
data into the simulation space. On the other hand, users should
be able to see all available combinations of simulation parameters
to make their own choices.
2. Visualization of simulation results: Forest managers need to be
able to compare results of different management scenarios that
were simulated under the same conditions. In a second step
comparing the effects of different conditions is important as well.
The name of the DSS I develop in this thesis is Landscape Unit Mountain Pine Beetle Key (LuMPB Key). This name reflects that the mountain
pine beetle data it provides access to was simulated at a landscape
scale.
1.3 thesis outline
The remainder of this thesis is structured as follows:
In Chapter 2 I present visualization guidelines which I used in the
design and evaluation of the LuMPB Key. Furthermore, I introduce the
the Spatially Explicit Landscape Event Simulator (SELES)—the simulation engine that has been used in the “Projection of the Efficacy of MPB
Management at the Landscape Scale”—and existing tools to visualize
SELES simulation data.
In Chapter 3 I introduce high-level concepts of the “Landscape Unit
scale Mountain Pine Beetle” (LUMPB) simulation model that is being
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used in this project. After identifying high level visualization objectives in collaboration with domain experts from the Pacific Forestry
Centre, I present an organization of the simulation space and the simulation results.
In Chapter 4 I analyze and compare visualization techniques for accessing the simulation space, presenting, and comparing simulation
results. I show how Bifocal Display techniques can be integrated into
charts, to interactively provide detailed views. Finally, I show the benefits of integrating the visualizations into a multiple view interface.
In Chapter 5 I give a walk-through example to demonstrate the usage of the LuMPB Key. I present the results of a heuristic evaluation of
the visualizations, and apply usability heuristics onto the LuMPB Key.
Chapter 6 concludes my thesis.

2

V I S U A L I Z AT I O N B A S I C S A N D R E L AT E D W O R K

In this chapter I introduce basic concepts of the visualization process
and guidelines, which have driven the development of the LuMPB Key.
Furthermore, I introduce the Spatially Explicit Landscape Event Simulator (SELES), which is used as the simulation environment for this
project, and discuss existing systems that have been developed to visualize SELES data.
2.1 visualization definitions
McCormick et al. defined visualization as “a method of computing.
It transforms the symbolic into the geometric, enabling researchers
to observe their simulations and computations. Visualization offers
a method for seeing the unseen. It enriches the process of scientific
discovery and fosters profound and unexpected insights” [39]. Ware
gave five advantages of visualization [69]:
1. Comprehension: Visualization supports the comprehension of huge
amounts of data.
2. Pattern Perception: Previously unnoticed properties of data may
emerge in visualizations.
3. Problem Analysis: Problems within the data may become immediately apparent.
4. Adaptability: Visualization facilitates understanding of large- and
small-scale features of data.
5. Interpretation: Hypothesis formulation is facilitated by visualization.
Certainly, only good visualizations bear these advantages. Mackinlay
pointed out two basic principles that need to be fulfilled in order to
create a good visualization [38]:
1. Expressiveness: The basic requirement on visualization is to encode and display all the information in the data set, and to encode and display only the information contained in the data set.
This means the data should not be falsified by a visualization,
but expressed correctly. Primarily, the expressiveness of a visualization depends on the structure and the type of the data to
be presented. Expressiveness criteria identify visualization techniques that express data correctly.
2. Effectiveness: While a number of visualization techniques can be
expressive for a given data set the question is, which of these
techniques suits best to visualize the data in a given situation.
The task is to identify the technique that is most effective at using
the user’s perceptual abilities and the display’s characteristics.
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Another point that should not be neglected is the adequacy, that is
the trade of between costs and benefits. Eventually, the available resources (time, computational power) limit the visualization design and
implementation [57].
McCormick et al.’s definition of visualization already indicates that
visualization is a process consisting of several transformations. In the
following section I describe this visualization process in more detail.
2.2 the visualization process
Haber and McNabb described a conceptual visualization process in
three major steps, that occur in most visualization tasks, and convert
raw data into a final computer image [26]. Figure 2 shows the resulting
visualization pipeline:
1. In the data enrichment or data enhancement step the raw data is
preprocessed and transformed into derived data that is used for
subsequent visualization operations. This step can involve filtering (to extract relevant data), interpolation (to fill gaps in the
data), and other operations. I cover this step in Section 3.5.
2. The visualization mapping constructs an abstract visual object (AVO).
An AVO is an imaginary object with extensions in space and time,
and it consists of visual attributes—such as color, shape, size,
texture—onto which the derived data is mapped. Several visualization guidelines exist, which help to find an appropriate
mapping from the derived data onto visual attributes.
3. Rendering operates on the AVO to produce a displayable image.
Rendering operations may include view transformations (like rotation, translation, scaling, perspective mapping, and clipping)
and optical models (such like hidden surface removal, shading,
shadowing, anti-aliasing), and rasterization.

2.3 visualization guidelines

Data Generation

Raw Data
Preprocessing
Derived Data
Mapping
Abstract Visualization Object

Visualization Guidelines
- help to find approriate mapping
- allow to validate visualization

Rendering

Final Image

Figure 2. Visualization pipeline, based on [26].

2.3 visualization guidelines
Choosing appropriate visualization techniques is crucial for the success of a visualization system. Several aspects need to be considered
to create expressive and effective visualizations:
• Data characteristics—including data type, dimensionality and
structure of the observation space—need to be considered. Are
there gaps or uncertainties (e. g. resulting from interpolation to
fill gaps) in the data?
• It is necessary to identify the visualization aims. Does the data
needs to be compared and under which criteria? Do users want
to search the data? What should be communicated? What are
the main aspects that should be in focus? What context needs to
be provided for the interpretation?
• The users visual abilities (e. g. colorblindness) and preferences
should be considered. What are typical metaphors and conventions in the user’s domain? What is the user’s domain knowledge, i. e. is the user a layperson or an expert?
• Display characteristics, such as resolution, supported color space,
and computational power, determine which visualization techniques are feasible on the available medium.
To address these problems, several guidelines have been developed.
Such guidelines can help designing a visualization system. They also
provide a means to evaluate a visualization. In the following I introduce several guidelines which I used during the development of the
LuMPB Keyand its evaluation.
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Position

Shape

Size

Orientation Color

Value Texture

Figure 3. Graphical variables according to Bertin [4].

2.3.1 Properties of the Graphic System
In his framework, called the Properties of the Graphic System, Bertin [4]
presented seven visual variables on a plane (see Figure 3). For any
position on the plane a visual mark is represented by any or all of the
six visual or retinal variables: shape, size (change in length, area or
repetition), orientation (changes in alignment), color hue, color value
(changes from light to dark), and texture (variation in pattern).
According to Bertin, the perceptual properties of a visual variable
are determined as follows [4]:
• A variable is associative when variation in the variable could be
ignored and objects can be distinguished by variation in other
visual variables. Variables with poor associativity interfere with
the perception of other visual variables. In particular, size and
value are not associative, since the shape, color hue, and texture
of small or faint objects are hard to make out.
• A variable is selective when it enables the viewer to immediately
recognize all objects that belong to the same category of this variable, without examining all displayed objects sequentially. In
cognitive psychology this effect is referred to as preattentive processing. For example, if one should count the occurrence of a
certain letter in a text, usually all the letters in the text need to
be examined. If the letters that are of interest are differently colored (i. e. highlighted) than the remaining letters, they “pop out”
immediately.
• A variable is ordered when changes are perceived as being ordered. For example, changes of a color’s value from low (dark)
to high (bright) is perceived as being ordered, but the change of
color hue (e. g. from blue to red to yellow) is not.
• A variable is quantitative when the visual distance between two
categories of an ordered component can be expressed by a numerical ratio. Quantitative variables are also ordered.
Table 1 shows the organization of the visual variables. Another
property of each variable is its length. The length describes how many

2.3 visualization guidelines

variations of the variable are distinguishable by a human. For example, there are theoretical infinite color values but the human is only
able to distinguish about ten easily [4].
perceptual properties
variable

assoc.

selective

ordered

quant.

⊕

⊕

⊕

⊕

Size

⊕

⊕

⊕

Value

⊕

⊕
⊕

Position

Texture

⊕

⊕

Color

⊕

⊕

Orientation

⊕

⊕

Shape

⊕

Table 1. Level of Organization of the Visual Variables. Adopted from [4].

2.3.2 Visual Attributes
Mackinlay [38] offers an attribute ordering designed for digital displays based on the types of data shown in Table 2. Mackinlay distinguishes between three data types:
• Nominal data are members of a certain class, e. g. provinces of
Canada (e. g. British Columbia, Alberta, Quebec, Saskatchewan,
Ontario) or type of tree (e. g. Pine, Fir, Maple, Birch, Oak). Nominal data does not provide any natural order by itself, but meta
information can be used to create an order, e. g. size, name, or
population figure for the provinces.
• Ordinal data relate by a natural order but no distance metric exists, e. g. grades at school.
• Quantitative data can be expressed by carry precise numerical values, thus an order exists and values can be compared, e. g. temperature, time.
2.3.3 Principles for Graphical Excellence and Integrity
Tufte provided general principles for the creation of good visualizations. His principles can be summarized as “Above all else - show the
data!” [64].
Graphical excellence is achieved by presenting data with clarity, precision, and efficiency. For this reason, distorting what the data shows
should be avoided, the user should be encouraged to compare different pieces of data, large data sets need to be made coherent, and
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type of data
quantitative

ordinal

nominal

Position

Position

Position

Length

Density

Color Hue

Angle

Color Saturation

Texture

Slope

Color Hue

Connection

Area

Texture

Containment

Volume

Connection

Density

Density

Containment

Color Saturation

Color Saturation

Length

Shape

Color Hue

Angle

Length

Texture

Slope

Angle

Connection

Area

Slope

Containment

Volume

Area

Shape

Shape

Volume

Table 2. Attributes ordered descending on their efficacy for visualizing the
different types of data. Attributes printed in gray are not suitable for
the given type of data. Adopted from [38].

the data should be revealed at several levels of detail, from a broad
overview to the fine structure.
To avoid misinterpretation and hence to achieve graphical integrity,
Tufte provides the following guidelines [64]:
• The representation of numbers in the graphic should be directly
proportional to the numerical quantities represented. A Lie Factor LF can be calculated as
LF =

size of effect shown in graphic
size of effect in data

If the Lie Factor LF = 1, than the graphic represents the data
correctly. If LF > 1, than the graphic is overstating the effect in
the data. And, if LF < 1, than the graphic is understating the
effect in the data.
• Clear, detailed, and thorough labeling should be used to avoid
ambiguity. Explanations of the data should be integrated into
the graphic. Important events in the data should be labeled.
• Show data variation and not design variation.
• The value of money in time series needs to be adjusted for inflation.
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• The number of dimension used to present the data should not
exceed the dimensionality of the data. For example, (variation
in) area should not be used to show scalars.
• Data must not be shown out of context. For example, if a trend is
shown for a very short time frame only, a user misses the context
to judge this trend and might draw wrong conclusions.
Furthermore, Tufte promotes Data-Ink maximization: every bit of ink
on a graphic requires a reason. Nearly always that reason should
be that the ink presents new information. In most cases, non-data
ink clutters up the data. Content-free decoration should be removed.
Grids in charts should be thin, pale, and not to narrow to avoid competition with the data.
2.3.4 Gestalt Laws
How people perceive pattern and organization of objects is a topic of
interest in Gestalt psychology. Ware proposed to use the following
eight Gestalt laws that evolved from the Gestalt psychology as design
principles for visualizations [69]:
proximity: Objects positioned close to each another are tend to be
grouped together into a perceptual unit. For example, the arrangement
on the left in Figure 4 (a) is likely to be perceived as three horizontal
lines each composed of four circles, whereas the arrangement on the
right is likely to be perceived as two blocks of two by three spheres.
similarity: When several stimuli are presented together, there is a
tendency to group similar items together. This applies to color, size,
and shape. For example, on the left side of Figure 4 (b) we tend to
see three horizontal lines instead of an array of spheres. This is because the spheres in the middle line are colored differently than the
other spheres. On the right side we see a diagonal line composed of
rectangles in an array of circles.
connectedness: Connecting objects by lines is a very powerful
way to express a relationship between them. As Figure 4 (c) shows,
connectedness is stronger than proximity, color, shape, and size.
continuity: Continuity is the tendency to construct visual entities
out of visual elements that are smooth and continuous, rather than
ones that contain abrupt changes in direction. The shape on the left
side of Figure 4 (d) is perceived as a curved line overlapping a rectangle (middle), rather than a composition of the two shapes on the right
side.
symmetry: Shapes are perceived as figures made up of combined
symmetrical forms rather than individual asymmetric parts. Despite
the pressure of proximity to group the parentheses in Figure 4 (e) nearest each other, they are perceived as pairs of symmetrical parentheses.
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closure: The tendency to unite contours that are very close to each
other is known as closure. For example in Figure 4 (f) we tend to see
three circles and the outline of a triangle partially covered by a white
triangle, rather than three angles and three filled arcs.
relative size: Smaller components of objects tend to be perceived
as objects. The biggest part is often perceived as background. In Figure 4 (g), a white propeller is seen on a black background, as opposed
to the black areas being perceived as objects.
figure-ground: Some objects tend to take a prominent role (the
figures) while others recede into the background (the ground). The
logo of visitnorway.com in Figure 4 (h) can be viewed as three separate
elements of blue, green and navy color. It may, however, also be viewed
as a person stretching his or her arms into the air.
The knowledge about the Gestalt laws can be utilized in a visualization. For example, items belonging to the same group can be placed
closely together, different colors or shapes can be used to separate
items into different groups, and connections between items can emphasize relations between items.

(a) Proximity

(b) Similarity

(c) Connectedness

(d) Continuity

( )( )( )
(e) Symmetry

(f) Closure

(g) Relative size

(h) Figure-ground

Figure 4. Examples illustrations for the Gestalt laws.
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2.3.5 Color Perception
The way color is perceived is influenced by a number of factors that
should be considered when designing visualizations [69]:
• The size of a colored object influences how its color is perceived.
A color applied to a small object appears different if applied to a
larger object.
If color is used for encoding, the object should not be to small.
To support distinction of small color-coded objects strong, highly
saturated colors should be used.
• The context in which a color is presented affects how the color is
perceived. This also applies to gray perception. The effect is illustrated in Figure 5. Contrast effects can be reduced by drawing
a white or black contour around the object.
• Colorblindness affects a substantial part of the population (also
see Appendix A). Thus, visualization designers should consider
to select colors that can be distinguished by colorblind people.
• Images can appear quite different on different displays. Thus,
display qualities such as resolution, supported color space, and
color calibration should be considered.

(a)

(b)

Figure 5. Local contrast affects color and gray perception. The half-rings in (a)
are identically colored, but the one on the blue background seems
pinker, while to one on the red background seems bluer. The halfrings in (b) appear to be different shades of gray, but actually are
colored in the same shade.

2.3.6 Visual Information Seeking Mantra
Shneiderman’s visual information seeking mantra [60] recommends a
three step design for visualizations: overview first, zoom & filter, and
detail-on-demand.
It is important that users are able to get an overview of the entire
data set. As users typically have interest in a subset of an entire data
collection, they need to be able to zoom into regions or on items. If
zooming is implemented to be smoothly rather than step wise it helps
users to preserve their sense of position and context. To remove items
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that are not of interest to the user, filtering should be supported. Ideally, filtering is interactive even for very large data sets. Users should
be able to acquire further information for objects they select. Thus, a
visualization should provide details on demand.
A visualization system should support users in finding relations among
items. For example, if a user selects a property of a certain item, other
objects with the same property could be highlighted. Information exploration is a process that often requires many steps. Thus, a history of
these steps should be kept to allow users to undo actions or to replay
certain sequences. Finally, users should be able to extract the results
they created, i. e. to save them to file formats that allow further usage.
2.3.7 Knowledge Percepts for Design and Evaluation of Information Visualizations
Amar and Stasko identified two analytical gaps that can be found in
many current visualization systems. They define “the Worldview Gap
as the gap between what is being shown and what actually needs to
be shown to draw a straightforward representational conclusion for
making a decision” and “the Rationale Gap as the gap between perceiving a relationship and actually being able to explain confidence in that
relationship and the usefulness of that relationship” [1].
To bridge the Worldview Gap Amar and Stasko provide the following
guidance:
• Determine Domain Parameters: A system should help to identify
important domain parameters in the data set and provide information to clarify their connotations.
• Expose Multivariate Explanation: User should be supported in the
discovery of correlations between different variables in the data.
• Facilitate Hypothesis Testing: Systems should provide support to
users for the interactive formulation and verification of their hypotheses.
To bridge the Rationale Gap Amar and Stasko provide the following
guidelines:
• Exposing Uncertainty can help to create confidence in the data and
to show possible effects of this uncertainty on outcomes. Uncertainty in quantitative data is commonly exposed by reporting a
mean value together with its standard deviation.
• Concretize Relationships: As Shneiderman stated [60], relationships in the data should be made clear in a visualization.
• Formulate Cause & Effect: When investigating in a data set, usually causation data, as well as effect data is embedded into that
data set. A visualization system should help to clarify possible
sources of causation and the resulting effects.
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2.3.8 Multiple View Interfaces
Baldonado et al. give a set of guidelines for using multiple views.
Their first four guidelines give advice on when to use multiple views,
whereas the last four guidelines help to decide how to choose between
the several types of presentations and interactions [2]:
1. “Rule of Diversity: Use multiple views when there is a diversity of
attributes, models, user profiles, levels of abstraction, or genres.”
For example, block diagrams can show the general structure of
a software architecture, while a second view shows the source
code of a particular class implementation.
2. “Rule of Complementarity: Use multiple views when different views
bring out correlations and/or disparities.”
Multiple views can help users to understand relationships between different data sets.
3. “Rule of Decomposition: Partition complex data into multiple views
to create manageable chunks and to provide insight into the interaction among different dimensions.”
4. “Rule of Parsimony: Use multiple views minimally.”
While a single view provides a stable context, users need to
switch context from one view to another in a multiple view system. Thus, there is a trade-off between this and the previous
guidelines.
5. “Rule of Space/Time Resource Optimization: Balance the spatial and
temporal costs of presenting multiple views with the spatial and
temporal benefits of using the views.”
Presenting to many views at the same time clutters the display
and might require lots of computation time. On the other hand,
comparing of different views is supported if they are presented
at the same time.
6. “Rule of Self-Evidence: Use perceptual cues to make relationships
among multiple views more apparent to the user.”
For example, coupling of interactions can be used to support this
rule.
7. “Rule of Consistency: Make the interfaces for multiple views consistent, and make the states of multiple views consistent.”
For example, an item highlighted in one view should also be
highlighted in other views.
8. “Rule of Attention Management: Use perceptual techniques to focus the user’s attention on the right view at the right time.”
When an event happens that requires the user’s attention, the
user needs to be notified and directed to the currently important
view, using for example sound, animation, or highlighting.
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2.3.9 Conclusion
The previously introduced guidelines can be applied at different levels. The perception based guidelines can be applied to an entire system (e. g. are there to many different colors on the screen?), to single
views (e. g. is the grid of a chart to dominant?), and to single items
(e. g. can the shape of a small item be identified?). Tufte’s principles
mainly focus on the presentation of data in an entire view. Shneiderman’s visual information seeking mantra applies to the entire system
and individual views in a system it also tangles several usability and
interaction issues. Amar and Stasko’s percepts provide assistance to
build systems that support users in performing high-level tasks. And,
Baldonado et al. provide guidance of when and how to use a multiple
view system.
During the design and implementation of the LuMPB Key (see Chapter 4) I used the perceptual, Shneiderman’s, and Baldonado et al.’s
guidelines in particular. The LuMPB Key has been evaluated (see Section 5.3) using a selection of Bertin’s, Ware’s, and Tufte’s guidelines as
well as Shneiderman’s visual information seeking mantra and Amar
and Stasko’s percepts.
2.4 seles
The system used for the simulations in the “Projection of the Efficacy
of MPB Management at the Landscape Scale” project [47] is Fall and
Fall’s Spatially Explicit Landscape Event Simulator (SELES) [17, 19, 20, 21,
58]. SELES provides a high-level, structured modeling language to specify simulation models, and a simulation engine to run these models.
The main field of application for SELES is to create landscape models which simulate landscape dynamics, such as forest growth, fire,
harvesting, or beetle attacks. Such models are used to evaluate management strategies, predict the impact of certain events, or to build
theory in landscape ecology.
SELES models are spatially explicit, with the spatial plane build of
one or more raster layers. Raster layers are made of fixed sized square
cells, where each cell indicates the dominant aspect of the area it
represents. SELES models can use aspects of cellular automata [31],
discret-event simulation [68], and spatio-temporal Markov models [3].
A model consists of a state description and agents of change (landscape
events) [17]:
• State description: The landscape state is defined by a set of spatial
raster layers. The basic spatial component is a cell in a raster
layer. Landscape layers can be subject to changes (e. g. forest age,
forest fuel load), or static (e. g. slope, elevation). To initialize the
state of a landscape layer, data from a geographic information
system (GIS), classified digital images from remote sensing, or
synthetic maps from a static (SELES) model can be used.
• Agents of change: Landscape events describe the characteristics of
an agent of change, thus defining a model’s behavior. Each landscape event is defined by its frequency, intensity, and spreading
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characteristics. Therefore, it can specify global (e. g. the interval
between insect infestations on the landscape) or local behavior
(e. g. the likelihood of infestations in forest stands of different
ages). A landscape event causes state changes on raster layers
(e. g. reduced canopy cover in cells following an insect infestation) or global variables.
The output data of a SELES landscape model can be imagined as a
block of spatial-temporal changes stacked on top of each other. The
block itself is made of many small component blocks, each one representing the state of a landscape cell at a certain point of time.
2.5 visualization of seles data
There exist a few tools that specifically have been designed to visualize
SELES simulation data. In the following I give an overview on these
tools.
2.5.1 Probing the Data Block
Carpendale et al. [13] use lens techniques to probe the data block as
illustrated in Figure 6. Moving a probe device into the data block displaces the component blocks with which the spatial-temporal block
has been assembled. This gives access to data dynamics represented
inside the block. Browsing through the data block can, for example,
reveal start and spread of a landscape event, such as fire. This is one
approach to address the common problem of occlusion in a 3d visualization. However, too extreme distortions can again make it hard
to read the visualization. Furthermore, additional transformations—
especially rotating the data block—are required to create meaningful
views of the data.

(a)

(b)

Figure 6. Probing the SELES data block using lens techniques [13].
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(a) Moving sampling planes through (b) Opening the book shows two adjathe spatial-temporal data block.
cent pages.

Figure 7. Different ways of interacting with the SELES data block using the
Tardis [13].

2.5.2 The Tardis
Another tool developed by Carpendale et al. is the Tardis [12] (see Figure 7). The Tardis is used to show spatial-temporal changes in the simulation data produced by SELES. It provides different interaction techniques to acquire information from the data block. Sampling planes
can be moved through the data block revealing the time of emersion of
a landscape event, its duration, and its spatial expansion (see Figure 7
(a)). Another way to access the data block is to open it in a book like
manner allowing a user to see two adjacent temporal data pages (see
Figure 7 (b)).
These interactions are intuitive and the resulting images can always
be seen a the spatial and temporal context. Being able to rotate views
such that the sampling plane or book page of interest is parallel to
the projection plane allows accurate reading from the visualization.
Otherwise, distortion caused by the projection of the 3d scene onto the
screen could make it harder to read the images precisely.
2.5.3 VICO
Duta et al. designed VICO, a tool to visualize and compare effects of
different mountain pine beetle management scenarios [15]. Figure 8
shows VICO’s user interface. Two simulations that either are different
in the management approach or that are different in the observed time
frame can be compared. Maps show the landscape cells that will probably be attacked by the beetles. Color histograms are used to indicate
the number of cells to be attacked and the likelihood of attacks. The
probability results from replicative runs of the management scenarios.
An advantage of VICO is that it combines spatial visualization with
histograms for detailed comparison of management scenarios. As both
visualizations use the same color scheme to encode the probability of a
cell to be attacked, a mental connection these views is supported. One
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disadvantage is that only two management scenarios can be compared
at once.

Figure 8. The VICO user interface: the options panel (lower left corner) allows to specify the management scenarios and time. An area of
interest can be selected from a map (upper left corner). For this
selection, maps for both scenarios show the cells that probably will
be attacked. A third map shows the difference between these two
maps (upper row, from left to right). The first color histogram shows
the number of cells being attacked in each probability class for both
scenarios. The second color histogram shows the numbers of cells
for each probability for the first scenario. The probability values for
these cells in the second scenario are shown in each second line.

2.5.4 Summary
A commonality of all these tools is that they show spatial data. The
first two tools allow the visualization of one simulation scenario at a
time. In VICO only two scenarios can be compared at once.
As I show in the next chapter, the spatial component is not of interest in the “Projection of the Efficacy of MPB Management at the
Landscape Scale”. On the other hand, the data in that project consists of many individual simulation runs and several of these need to
be compared at once. For these reasons, the existing tools cannot be
facilitated but a new tool needs to be developed.
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In this chapter I describe and categorize the simulation data of the
“Projection of the Efficacy of MPB Management at the Landscape Scale”.
To begin with, I give a short introduction on the simulation model being utilized. Then I describe the characteristics of the simulation data.
After this I discuss the visualization aims and show how the simulation results can effectively be organized as data blocks. This organization is my basis for choosing visualization techniques and their
integration into a user interface which is the topic of the next chapter.
3.1 the lumpb model
The Landscape Unit scale Mountain Pine Beetle (LUMPB) model is based
the SELES-MPB simulation model [50] combined with a Spatial Timber Supply Model [24] for forest planning and harvesting. It scales
the output from the MPBSim model [43] up to the landscape and integrates spatial behavior for MPB pheromone diffusion and beetle dispersal. MPBSim is a forest stand dynamics model which is based on
Safranyik et al.’s detailed MPB population dynamics simulation model
[54]. The (LUMPB) model uses landscape layers that are based on forest
pattern rather than on GIS data.
3.1.1 Motivation
Riel et al.’s SELES-MPB simulation model [50] in conjunction with Fall
et al.’s Spatial Timber Supply Model [24] has successfully been applied
in the Kamloops Forest District [18], the Lakes Timber Supply Area
[22], and the Morice Timber Supply Area [23]. For these districts in
British Columbia, Canada, the simulation results showed under which
conditions the mountain pine beetle population and non-recoverable
wood losses could be reduced. They predicted timing and dimension
of the beetles impact, and they could show under which conditions
single tree treatment could likely be effective on a landscape.
These results triggered more interest and demands for further simulation projects for other forest districts in British Columbia. The big
problem of modeling individual landscapes is time. Both, creating
a simulation model based on GIS landscape data and simulating the
model under various conditions (different MPB attack levels, different
weather conditions, different management scenarios) are time consuming processes. For this reason a more general model is required. The
general idea of the “Projection of the Efficacy of MPB Management
at the Landscape Scale” [47] is to take a set of landscape patterns combined with mountain pine beetle outbreak patterns and to pre-compute
various conditions on these sets of patterns.
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3.1.2 Pattern Generation
Hughes et al. studied 57 landscapes in British Columbia. They found
that forest landscapes in British Columbia have characteristic spatial
structure [27]. Forest stands with some expected loss are mixed with
non-forest areas, and stands that are not susceptible to mountain pine
beetle because they have no pine or only very young pine trees. At
a broader scale, the local climate determines the distribution of pine
trees and the suitability of these pine trees to beetles. More formally,
the expected loss is defined as a local attribute that is determined by
local climate zone, percentage of pine, stem density, site index (a measure for the productivity of a forest), and age. The suitability at any
point on the landscape is defined as the average expected loss over a
circular region with a radius of one kilometer around that point. The
resulting suitability map is a continuous variable which is classified
into ten suitability zones, ranging in steps of ten units from 0 to 100
units average expected loss. Figure 9 shows for a sample landscape
how the climate zone, percentage of pine, stem density, site index, and
age layers form a map of expected loss which then can be used to
compute a suitability map.
To create a landscape used for the simulations, a suitability map can
be used as illustrated in Figure 10: First, a fractal pattern is scaled until
it matches a desired suitability map. Based on this a map of expected
losses is computed. The final landscape results from randomly filling
the landscape layers in a way that they match the map of expected
loss. These landscape layers are 30km by 30km with a 100m by 100m
cell resolution. They are the input of the LUMPB model.

(a) Climate

(b) % pine

(f) Expected loss

(c) Stem density

(d) Site index

(e) Age

(h) Suitability

Figure 9. Forest pattern analysis for an example landscape. From the climate
(a), percentage of pine (b), stem density (c), site index (d), and age (e)
layers a map of expected losses (f) can be computed, which allows to
classify the landscape into suitability zones (h).
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(a) Fractal
pattern

(d) Climate

(b) Suitability

(e) % pine

(f) Stem density

(c) Expected
loss

(g) Site index

(h) Age

Figure 10. Forest pattern generation: A fractal pattern (a) is scaled until it
matches a desired suitability map (b) from which expected losses (c)
can be derived. The final landscape results from filling the climate
(d), percentage of pine (e), stem density (f), site index (g), and age
(h) layers to match the expected losses.

3.2 data characteristics
In the following, I describe the data characteristics of the simulation
space and the simulation results.
3.2.1 Characteristics of the Simulation Space
The input data can be described by a set of parameters in a number of
abstract dimensions. These abstract dimensions characterize the simulation space and have been used in the simulation design. They also
provide a means to access the simulation space, i. e. to select simulation runs. In the following I give an overview of these dimensions:
1. The percentage of suitable forest includes any kind of forest with
pine trees regardless of age, climate zone, or anything else that
influences how well the beetles will do. Five parameters were
used for the simulations: 5%, 35%, 65%, 85%, and 95%.
2. The percentage of highly suitable forest indicates how much forest
is a really good habitat for beetles, i. e. there the expected loss
is 50% or higher. Eight different values have been considered in
the simulations: 0%, 1.5%, 3.5%, 5.5%, 7.5%, 11.5%, 29.5%, and
40.5%.
3. The proportion of the landscape forested indicates how much land is
currently forested. This proportion also influences the amount
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of forest allowed to be logged each year on that landscape unit.
The simulated landscapes are either 50%, 75%, or 100% forested.
4. The initial infestation names how much forest is infested by mountain pine beetles at the beginning of the simulation. The initial
infestation can be 0.07%, 0.7%, 2.0%, or 7.0%.
5. The beetle distribution describes whether beetles are clumped (concentrated in relatively small regions) or dispersed through the
forest and whether they are close to or far away form highly
suitable areas.
6. Weather conditions are based on data analyzed over the past 30
years from a variety of weather stations across British Columbia.
Throughout a simulation run the weather can be either the average of the observed conditions, or above (slightly warmer than)
these conditions. In the second case beetles suffer less mortality
during the winter. Weather conditions in the real world are subject to high uncertainty—especially over a long period of time.
This uncertainty is removed from the simulations, by keeping
the weather constant throughout a simulation run.
7. The beetle pressure describes the ratio of immigrating MPB from
neighboring landscape units to emigrating MPB. Three options
are available for the simulations: beetle migration is not considered, the number of immigrating beetles is equal to the number
of emigrating beetles (immigrating MPB might come to areas on
the landscape that were previously not infested), or more beetles
come into the landscape from outside.
8. Twelve different management scenarios have been designed:
• NoMgmt is a no management scenario that is used as a reference, to see how beetles do without human intervention.
• NoBM is a no beetle management strategy that ignores beetles and is focused on conditions of living stands, i. e. harvesting the oldest trees first. The intent of this strategy is to
give a baseline to assess the impacts of harvesting that does
not focus on either detectable attack or detectable salvage
volume.
• BMLeadingCas is a basic beetle management scenario that
focuses harvest capacity on new detected infestations identified by red trees killed in the previous year. It does not
apply single tree treatments (fell and burn). The intent is to
reduce population spread.
• BMLeadingAg is an aggressive beetle management scenario
that applies the same focus as the basic BMPLeadingCas
scenario, but with increased intensity of management effort
including fell and burn treatments.
• BMPopCas is a basic population targeted beetle management scenario that focuses harvest on areas with highest
likely population. These areas are defined as areas with
maximum detectable red attack. The intent is to reduce
population size.
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• BMPopAg is an aggressive population targeted beetle management scenario that applies the same focus as the basic
BMPopCas scenario, but with increased intensity of management effort including fell and burn treatments.
• BMPopAg50, BMPopAg80, and BMPopAg100 are aggressive population targeted beetle management scenarios that
treat at least 50%, 80%, or 100% of “treatable” areas with
harvest or fell and burn. Treatable areas include detectable
endemic attack, and detectable attack. In general, the intent
of these strategies is to assess how much effort, in terms of
harvest and fell and burn, would be needed to treat a sufficient amount of attack to consider management as beetle
control.
• BMPopAgHeli is an aggressive population targeted beetle
management scenario with helicopters. Helicopters are used
for forest surveys, to increase infestation detection capacities and to provide access to remote areas for fell and burn
treatments. In general, fell and burn is limited by road access (i.e. access on foot from nearby roads).
• SalvageSawlogs is a scenario that focuses on salvageable forest volume rather than detectable attack. The intent of this
scenario is to minimize non-recoverable losses due to beetle attack by harvesting areas with the most standing dead
wood.
• SalvageSawlogs20 is a strategy similar to SalvageSawlogs,
but with a minimum salvage target of 20% of the current
sawlog-quality standing dead wood. The intent of this strategy is to clarify how much salvage effort would be needed
to effectively avoid non-recoverable losses due to MPB.
All these dimensions form a hierarchy, that is a chosen parameter in
a higher dimension influences which parameters are available in the
next dimension. This hierarchy results from decisions made during
the simulation design and execution. For example, not every combination of suitable forest to highly suitable forest has been used (see
Figure 11). Certain beetle distributions have only been considered for
forest conditions that seemed interesting to the simulation designers
(i. e. there the results were not obvious). If less aggressive management scenarios were able to control beetles more intensive scenarios
were not assessed, and salvage strategies were only assessed in cases
where even aggressive management was ineffective at controlling beetles.
In addition, there are meta dimensions of time and replication. Each
simulation is run for 20 years in one year time steps. The replication
dimension results from the fact that each set of conditions is simulated
five times in a Monte-Carlo [42] manner.
The first seven dimensions of the simulation space describe the forest state and environmental conditions. A set of parameters on these
dimensions will be denoted as a case. Between four to twelve different
management scenarios have been simulated in each case. The data set
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Figure 11. Experimental array for selecting forest patterns based on suitability. Grey squares show forest patterns observed in [18, 22, 23] and
analyzed in [27]. The darker the grey the more often this pattern
has been found. Crossed squares indicate patterns used for the simulations. Yellow squares are either theoretical impossible or forest
patterns very unlikely to be found. (Image taken from [27].)

consists of 1754 cases in total, resulting from 69550 individual simulation runs.
3.2.2 Characteristics of the Simulation Results
In the LUMPB simulations trees are either pine or non pine species.
Mountain pine beetles infest and thus kill pine trees. Initially, killed
trees still have economical value and can be used in lumber production, e. g. to build furniture (this wood is called sawlogs). Due to
weather influences and decay the wood becomes less valuable and
can only be used for products that do not depend on the quality of the
wood, e. g. cardboard (this wood is called chips). Eventually, the wood
is in such condition that it cannot be used anymore (non-recoverable
losses). Forest management harvest trees. While a management scenario usually targets a certain type of tree, it will also cut other trees
as complete forest cells and not just individual trees are cut. If a man-
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agement scenario is capable of detecting infestation from the current
year, then small groups of such trees can be felt and burnt. Figure 12
illustrates these relations.
Standing wood
Detected MPB
Infestation
+ Fell & Burn

Forest
management

Logged wood

Non-pine

Non-pine

Live pine (green pine)

Live pine (green pine)

MPB kill
Burnt pine

Pine sawlogs

Pine sawlogs

decay
Pine chips

Pine chips
decay

Non-recoverable losses

Non-recoverable losses

Figure 12. Relation between forest attributes: MPB kill living pine. Due to decay
killed trees becomes less valuable over time. Forest management
cuts both, living and killed trees. Detected infestation of green pine
might be treated with fell and burn.

While SELES reports the absolute changes of the numbers of stems,
area, and volume in each landscape cell for each time step of the simulation, it needs to be determined which data should be presented to
the users.
3.3 visualization objectives
To be able to design appropriate visualizations for the data it needs to
be clarified:
• What should be communicated with the simulation results?
• What information is actually in the data?
• What do users want to learn from the data?
The following decisions were made as results from discussions with
all people (simulation designers and MPB experts) participating in the
project.
As there is no direct relation of the spatial layout of a real landscape
and a simulated one, we decided not to show the location of mountain
pine beetle infestation. Instead, the goal of the project is to report the
entire impact of the beetles on the forest. From the units (stems, area,
volume) reported by SELES volume was chosen to be used as the unit in
the visualizations. In lumber production wood is typically measured
in volume and forest managers are familiar with this notion. Because
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real landscapes have different sizes than the simulated ones, it only
makes sense to report relative rather than absolute values.
Interpolation of simulation results from different cases is not advisable. Up to a certain infestation level forest management can control
beetles. Above this level, forest management (as long as its harvesting
capacity is restricted) cannot control beetles, because it cannot match
the growth of the beetle population. The level at which management
can control beetles depends on external factors. A change in these
factors can change the situation dramatically. While a sudden occurrence of a high number of immigrating beetles could made all previous
management efforts on a landscape unit useless, a very cold and long
winter could kill a large part of a beetle population. The timing of such
an event has a huge impact on the further development. If and when
such an event might occur is subject to uncertainty. For these reasons,
different cases show a range of possible conditions and results. Results
of intermediate conditions are bounded by these extreme cases.
The most important question for a forest manager is, how much
pine is left living in the forest at the end of the simulations for different management scenarios (i. e. how good are management scenarios
in protecting pine?). For this reason, we decided that a view showing
these results should be presented first. Furthermore, if management
cannot successfully protect pine, it is of interest whether forest management would be able to salvage killed wood to reduce economical
losses or not. Showing the changes of forest volume over time rather
than just the final results helps to create confidence in the data. Time
series show users how volume changes from living to killed, from
recently killed to non-recoverable loss, and from standing to logged.
Both, annual changes and cumulated changes can be of interest. As a
number of cases might be of interest to a user, comparing simulation
results of different cases needs to be supported, too.
To offer the user a means to select cases, the simulation space needs
to be presented. Due to its complexity and the high number of cases
that have been simulated, methods to filter the list of cases need to be
provided to show cases that are relevant to the user. We thought about
showing suitability maps for each case. But as the spatial layout of a
simulated landscape (see Figure 10) is different from a real landscape
(see Figure 9) we finally decided against it to avoid that users might
get confused by the different layouts.
3.4 organizing the simulation results
From the perspective of a single simulation run, its results can be organized as a data block showing time series for all forest attributes
(see Figure 13). Moving sampling planes through such a data block
show either a time series for a single forest attribute or all the forest
attributes for a given year.
As one of the main tasks forest managers want to accomplish is to
compare outcomes of different management scenarios under the same
conditions, simulation results should be organized at the case level.
A case can be organized as a selection of data blocks, each showing
time series for a single attribute for each management scenario. Forest
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3.4 organizing the simulation results

Figure 13. Organizing of a single simulation run as a data block. One axis
represents time, the second the type of the attribute, and the third
the value of the attribute.
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attributes can be aggregated and such aggregation can be shown in a
data block as well. In particular, all standing trees and the cumulatively logged trees add up to the complete forest volume. Figure 14
shows the organization of a case in a data block with the total forest volume composed of standing trees and cumulatively logged trees.
Moving sampling planes through this data block show either a time
series for one management scenario or the results for all management
scenarios for a given year.

Time

Figure 14. Organizing a case in a data block. One axis represents time, the
second the type of the management scenario, and the third the value
of the displayed attribute.

Usually several cases will be of interest for managers, as they want
to know what would happen under different conditions. For this rea-
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(a) Merging case data blocks.
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Case c

year 1

year 2

year 3
Time

year 4

(c) Front view.

Figure 15. Moving sampling planes through the merged data block (a) shows
all management scenarios for a given year and all cases (b) and a
time series for one management scenario over all cases (c).

son it is important to compare results from different cases. Case data
blocks can be merged as illustrated in Figure 15: the “pillars” a data
block is composed of are moved apart and then all blocks are nested.
Thus, groups of “pillars” are formed in each time/scenario cell. Moving sampling planes trough the merged data block show either merged
time series for one management in all cases scenario or all management scenarios for a given year in all cases.
3.5 data transformation
The LuMPB Key uses its own file format and file organization to be independent from the simulation results’ format and organization. I implemented the txt2mpb tool which transforms the SELES output (plain
ASCII text files) into a compressed binary format—the mpbv file format. The data transformation done with the txt2mpb tool serves the
following purposes:
• Data reorganization: In the setup used in this project, SELES
stored the output of each simulation in an individual directory.
With 69550 simulations in total this can cause some impact on the
file system. Due to reorganization the number of directories has
been decreased down to 373. In a mpbv file not only the results
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from a single simulation are stored, but all the data from one case
(i. e. all the management scenarios that were simulated under the
same conditions). While SELES output reports absolute values of
the forest attributes the relative amounts of the attributes should
be used in the visualizations.
• Data merging: Replicate runs are merged to report the arithmetic
1 Pn
mean x = n
i=1 xi
q
1 Pn
2
and the sample standard deviation σ = n−1
i=1 (xi − x) .
• Data compression: While the data merging already reduces the
total data volume, the zlib library [32] is used to compress the
data, thus decreasing file sizes for about 40% in average.
• Data integrity checking: simulation runs were organized in sets.
Such a set was run on a single computer which could take several days or even weeks. During this time power breakdowns or
other events could cause interruptions. Sometimes the simulations were not restarted correctly after an interruption, resulting
in incomplete or missing data. In very few cases no one noted
the interruption at all, leaving the remainder of the simulation
set unfinished. The txt2mpb tool detects and reports incomplete
files and missing replicates. This allowed us to re-run such simulations, filling the gaps in the data.
The data transformation is the first step in the visualization pipeline.
The next step in the pipeline—the mapping of the data attributes to
visual attributes—is the subject of the next chapter.
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Based on the analysis of the simulation data from the previous chapter
I analysis techniques for the presentation of the simulation data by
using the guidelines from Section 2.3. Thereby I distinguish between
the accessing of the simulation space—i. e. the selection of interesting
cases—and the visualization of the simulation results.
4.1 visually exploring the simulation space
Visually presenting the simulation space is an important aspect. It
communicates which conditions in the simulation space have actually
been simulated, thus providing an overview. Having this overview the
visualization of the simulation space can also serve as an interface to
access the simulation data.
Before a set of simulation results can be visualized the user needs
to specify which results he or she wants to see. In an application that
deals with a fairly small data set it might be appropriate to select a
data item from an interface similar to a file browser. Meaningful item
(or file) names and meta information (in the case of the simulation data
this would be the simulation conditions in the first place) can support
such a selection.
To support the user in selecting relevant data items, comparing between items, filtering, and sorting should be provided. This is especially important, if either the user is not familiar with the data, or if
there is a high number of data items (the simulation space consists of
1754 different cases).
4.1.1 Tree Visualizations
Due to the hierarchical structure of the simulation space, using treetype visualizations comes to mind, first. In the following I show why
tree visualizations are not the best way to show the simulation space,
and why I finally choose a table lens like interface instead.
Node-Link Diagrams
Node-Link diagrams [36] are an explicit visualization of a tree. NodeLink diagrams don’t use space efficiently and larger trees can often not
be displayed completely on the screen. This problem can be addressed
by allowing the user to collapse branches (i. e. reducing them to the
root node of the branch) and expand branches.
In the first stages of designing and implementing the LuMPB Key I
focused on the visualizations of the simulation results. To get access
to the results I prototypically implemented a partially tree-based interface. In this interface I incorporated the experimental array (see Figure 11, Section 3.2.1) for selecting the suitability properties of the simulated forest. For the remaining five dimensions of the simulation space
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check boxes showed the options available in each dimension. I used
the hierarchic dependencies between the dimensions: once a selection
is made in one dimension, the options available in the next dimension
are displayed (see Figure 16).

Figure 16. Accessing the simulation space using a tree interface. Screen shot
of a prototypical implementation.

This interface had a number of visualization and usability problems
that prompted me to search for better ways to access the simulation
space. While the experimental array gives an overview on all simulated forest patterns, the remaining parts of the interface lack to show
such an overview and relations between different simulation options.
Furthermore, the minimal number of mouse clicks required to open
a case was seven. This interactions did not provide any more details
but were just part of the selection process. It should also be noted
that the use of ink in the experimental array contradicts Tufte’s guideline “remove the extraneous ink”: Theoretical impossible forest pattern (more highly suitable forest than suitable forest) are located in
the area colored in red. This draws the user’s attention away from the
patterns which actually have been simulated and which are drawn as
blue points in the array (see Figure 16).
Tree-Maps
To present the complete simulation space, I thought about using TreeMaps. Tree-Maps [33, 59]—introduced by Johnson and Shneiderman—
and its variations such as Squarified Tree-Maps [9] or Cushion TreeMaps [67] are implicit methods to visualize tree structures. The simple
Tree-Map algorithm splits the screen space in alternating horizontal
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and vertical directions as traversing down the levels of the tree’s hierarchy. The size of the resulting rectangles can be used to represent an
attribute of the displayed element, such as the file size.
To represent the structure of the simulation space, no element in
one dimension should be preferred over the other elements in this
dimension. Thus, all elements in one dimension should have the same
size. Conditions that have not been considered in a branch of the tree
are represented by blank areas to clarify that these cases have not been
simulated. Thus, the value of an element is implicitly encoded by its
relative position. Different colors or textures could be used to explicitly
distinguish between items. Filtering for certain simulation conditions
could either remove items from the visualization or increase the space
for the items of interest.
Figure 17 gives an example of a Tree-Map that shows an unbalanced
(i. e. some cases are missing) 4 × 3 × 2 × 2 × 2 × 2 × 2 hierarchy. This
is just a subset of the actual simulation space which is an unbalanced
5 × 8 × 3 × 4 × 4 × 2 × 3 hierarchy. The example illustrates two major
problems. Because of the high number of items individual items are
small. Thus, labels—which would increase the readability—are hard
to integrate and only tool tips seem to be appropriate to query and
display the values for a certain item or branch of the tree.
Another big issue is the use of color. If no colors were used it would
be hard to distinguish individual items. With the colored items the
Tree-Map becomes hard on the eyes. Because of the high number of
different colors their meanings are also hard to memorize. To reduce
the complexity of the Tree-Map it would be possible to display just
the first level of the tree’s hierarchy. Selecting an item in one level
expands the branch showing the items of the next level. However, the
initial overview on the complex simulation gets lost this way.
Sunburst
Another explicit approach to visualize tree structures are Sunbursts
[63]. The levels of a tree’s hierarchy are represented by rings that
share the same midpoint. The first level is the center of the Sunburst
and deeper levels are placed further outside. A ring is segmented into
the number of nodes in this level and the angle of a segment can be
used to represent a value of the node (e. g. file size). Child nodes in
the next level lie within the angle of their parent.
As for Tree-Maps, elements that are in the same dimension of the
simulation space should have equal size. Figure 18 illustrates how the
simulation space could be visualized with a Sunburst. It shows the
same 4 × 3 × 2 × 2 × 2 × 2 × 2 hierarchy as the Tree-Map in Figure 17.
The high number of elements in the outer ring results in very small
angles for its elements. One way to address this problem is to create a
second Sunburst for a branch that is selected by the user. The problems
caused by the use of color are the same as for Tree-Maps.
Other Tree Visualizations
A problem for all types of tree visualizations is that they cannot (easily)
be sorted by a certain attribute such that all nodes with the same value
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Suitable Forest
Highly Suitable Forest
Forested Area
Initial Infestation
Beetle Distribution
Weather
Beetle Pressure
Condition not simulated

Figure 17. Using a Tree-Map to visualize the simulation space.

Figure 18. Using a Sunburst to visualize the simulation space. This visualization uses the same legend and shows the same data as the Tree-Map
in Figure 17. A second Sunburst is used to show a branch of the tree.
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are adjacent. This makes it difficult to see what simulation conditions
are available for a fixed value in one dimension without filtering.
I have excluded 3d tree visualizations, such as 3d Tree-Maps [6],
Beamtrees [66], or Botanical Trees [35], from my analysis as they additionally introduce the problem of occlusion. 3d visualizations also
would require additional interactions—especially rotations—to navigate through the scene. This would increase the time to learn and to
use these visualizations.
4.1.2 Tables
If one disengages from the idea to visualize the hierarchical structure of
the simulation space other techniques become available. For example
tables can be used to visualize the simulation space. While each row
of the table represents a case, columns represent the dimensions of the
simulation space. In a classic table text would be used to represent the
value in a cell causing tables to be very long (see Figure 19 (a)).
To address this space issue, Rao and Card developed the TableLens
interface [48, 30]. In the TableLens rows are only a few pixels high
(one pixel in the original implementation) and values in a cell are represented by length of bars (quantitative values) or position and color
of a mark (nominal and ordinal data). This allows to show a higher
number of rows on the same screen space. Also, values in the same
column can easily be compared without reading text. Rows can expanded to add details, i. e. a text representation of the values in each
cell is shown (see Figure 19 (b)).
While for long tables not the complete table can be shown at once—
even if all rows are collapsed, a big advantage of a table is that it can
be sorted by the values in each column. Thus, similar cases can be
grouped closely together.

(a) Text table.

(b) TableLens.

Figure 19. Using a text table (a) or a TableLens (b) to visualize the simulation
space.
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4.1.3 Filtering
To reduce the number of displayed cases and to show only relevant
cases filter can be applied. The first step to apply a filter can using a
forest classification of a real landscape. A forest classification can be
generated with a SELES model based on GIS data for a landscape unit,
creating a mapping into the simulation space. If available, this classification might contain information about the beetle infestation, otherwise it just provides the information about the percentages of suitable
forest, highly suitable forest, and the proportion of the landscape that
is forested.
A forest’s classification can be loaded from a file into the LuMPB Key.
As rough forest observation data for British Columbia was available
from another project that deals with the current mountain pine beetle
outbreak at the provincial level [16], I suggested to use this data in
a map interface that would allow a user to select a landscape unit.
While the classification is based on rough data only, it provides a good
starting point to use the LuMPB Key, especially for people who do not
have access to more detailed data.
British Columbia is divided into 29 forestry districts that are divided
into 1256 management units in total. To select a landscape unit I provide a map interface rather than a text list. The advantage of the map
interface is that it provides spatial context (how is the forest classified
in the neighboring landscape units?). Furthermore, it allows interested
people who are not familiar with the names of landscape units to access this data.
The map interface shows a map of British Columbia with all landscape units in the province (see Figure 29 and Figure 30 in Chapter 5).
An ID-buffer is associated with the map. In this buffer, each landscape
unit is uniquely colored. Mouse movements on the map are mapped
into the ID-buffer to obtain the current landscape unit’s id (i. e. its internal color). This id serves as a key to get the landscape unit’s name
and classification. This information is displayed in the status bar. If
the user selects a landscape unit its classification serves as a filter into
the list of cases.
After a forest classification is applied the filter can be specified further using the interface above the table. For the quantitative data of
the first four dimension of the simulation space simulated values can
be selected from drop-down menus. Intermediate values can be typed
into the menu’s text field. For the other three dimensions options can
be enabled or disabled with check boxes (see Figure 31 and Figure 32
in Chapter 5).
After filtering the simulation space, only those cases that are closest
to the applied parameters are shown in the table. In the first four
columns vertical black lines show the selected values, thus indicating
which of the cases may be most relevant. For example in Figure 31
a classification for a landscape unit selected from the map has 94.7%
suitable forest. The closest simulated options are 95% and 85%, with
the first one being more relevant.
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To visualize the simulation results, several techniques can be used.
In the following I present different techniques, analyze the mapping
of data attributes on visual variables, and show how interaction techniques can be used to enhance the visualizations.
4.2.1 Bar Charts and Stacked Bar Charts
The organization of the the simulation results as cases that can be
grouped as data blocks suggests to use bar charts or line charts to represent the results from moving sampling planes through such a data
block. Both, bar charts and line charts are appropriate to show a time
series for the values of a single forest attribute in one management
scenario (or to show the values for one forest attribute over all management scenarios for a given year). While bar charts use the length
of bars to encode the value of an attribute, line charts use position of
points. Neighboring points are connected by lines, the slope of the
lines help to differences between points. To show the complete forest volume (i. e. the amount of all standing trees and all cumulatively
logged trees) stacked bar chart can be used.
In the LuMPB Key I am using both, charts that show only a single
forest attribute and that are fast and easy to read, and charts that show
the composition of the complete forest volume and thus provide more
overview. For the second task, stacked bar charts are better than line
charts, because in a line chart that shows several attributes their lines
can easily overlap. To use the same encoding (namely length of a bar)
for the value of an attribute in all charts I use bar charts rather than
line charts to display a single forest attribute.
The bar charts provide a drop-down menu to select the forest attribute to be displayed. For logged trees either the cumulatively logged
volume or the annually logged volume can be displayed. The total forest volume or the total pine volume (total non-pine volume) for pine
related attributes (non-pine related attributes) can be used as a reference. Again, this option can be chosen from a drop-down menu
that is integrated into the chart’s description (e. g. see Figure 23). In
the management scenario bar chart, a dashed outline around each bar
shows the initial amount of standing green pine (standing non-pine)
as a reference that allows a user to relate the currently displayed forest
condition to the initial condition.
In the management scenario charts, management scenarios that were
not simulated in the displayed case are represented by a gray bar below
the chart’s baseline. Also, the scenario’s label is printed in gray rather
than black (e. g. see Figure 24). To change the time in a management
scenario chart a slider is used.
In the time series charts one or more management scenarios can be
displayed. The scenarios can be selected from a tab-bar-like interface
(see Figure 23). Thus, not only a single slice but the complete data
block can be visualized in the time series charts at once.
If the space is available, the values of the attribute are printed on top
of the bars. By clicking on a bar, tool tips are used to display the value
for the selected bar.

41

42

concepts and design

Color and Pattern
Forest attributes are of a certain forest type (non-pine, pine, pine sawlogs,
pine chips, non-recoverable losses) in a certain state (standing or logged).
To distinguish between forest attributes I use color and pattern (or texture). Different color hues are used to encode the type of forest and
patterns are used to encode the state of the attribute (no pattern for
standing forest, a diagonal line pattern for annually logged forest, and
a diagonal cross line pattern for cumulatively logged forest). A special
case that does not fit into the scheme of standing or logged trees are
burnt pine trees. The annually burnt pine volume is shown in red with
a diagonal line pattern and cumulatively burnt pine volume is shown
in red with a diagonal cross line pattern. Figure 12 in Chapter 3 shows
the relations between forest attributes and the color scheme I use.
I considered, to vary the saturation or value of a forest attribute’s
color to have another cue to distinguish between management scenarios. But this turned out to be problematic. The complete scale for a
color’s value ranges from 0 to 255. But not the complete range can
be used as colors with different hue and the same low color value are
dark and hard to distinguish (see Figure 20 (a)). As Figure 20 (b) illustrates, local differences in the items’ color values are hard to be noticed
if the difference between the values is small. Globally, the ascending
color values might suggest an order among the items. If color values
are used alternated as in Figure 20 (c), local differences are easy to
be seen but an image can be hard on the eyes and certain groupings
might be suggested.
saturation = 200

0

hue
110
175
30
60
300
123

255 value

(a) Gradients of five colors used in the charts, each with constant hue and saturation
but value changing linear from 0 to 255.

(b) Ascending color value with a distance of 12 between neighbors. Differences between neighbors are hard to distinguish. The complete color range suggest an
order among the items.

(c) Low and high color values placed alternately. This can be hard on the eyes and
might suggest a grouping of items with low, medium, and high values.

Figure 20. Color gradients of the colors used to encode forest attributes (a) and
derived color schemes to encode management scenarios (b) and (c).

Similar problems occur with a variation in the color’s saturation.
Low saturations can make different colors hard to distinguish. High
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saturated colors dominate lower saturate colors and thus items colored
with high saturated colors will be preferred in reading the charts.
Additionally, the relatively high number of twelve management scenarios would make it hard to memorize a mapping from a color’s
value (or saturation) to a management scenario. Because of these flaws,
I decided to neither use value nor saturation as additional cues to encode the management scenarios. In future versions of the LuMPB Key a
dialog could be integrated that allows users to interactively specify
their own color schemes. This would allow them to configure the tool
for their needs and preferences making it easier for users to relate to
the visualizations.
Bifocal Display
Bar charts in the LuMPB Key use a scale from 0% to 100%. Often the
largest displayed value is alot smaller than 100%. In such cases the
empty space that is not directly used for the visualization could be
used to magnify the area of interest. Spence and Apperley introduced
bifocal display techniques [62]. The bifocal display is a focus+context
technique that divides the display in a focus area and two context
areas. From Figure 21 the transformation function for the y-axis of the
Bifocal Display is derived as follows:
y3

y3

y2

y1

y-axis of the target image

y-axis of the object image

y'2

y'1
0

0

Figure 21. Bifocal Display: the relationships between the object image and the
target. image
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In contrast to lens techniques [11] that are for example based on the
euclidean distance and that would transform straight lines into curves,
lines remain straight lines after applying the Bifocal Display function.
Thus, elements in a distorted chart are still aligned to the same base
line and the grid of the chart allows easy comparing of elements.
I compute the range of values that should be in the focus area as
follows: The upper bound is the next higher number divisible by five
of the highest value of the attribute over all management scenarios and
all years. The lower bound is the next lower number divisible by five
of the lowest value of the attribute over all management scenarios and
all years. Thus, changing the time in the scenario chart or changing
the scenario in the time series chart requires neither updating of the
bounds nor updating of the magnification.
Figure 22 shows two possibilities of integrating an interface to manipulate the bifocal display into a chart. In the first version, a drop
down menu integrated into the chart’s scale is used to toggle the view
between the normal display (a) or the completely magnified view (b).
In the second version, a handle can freely be moved between its original position in the unmodified view (c) and a maximal position that
is slightly below the upper border of the chart (e). The advantage of
the second method is that users directly experience how the magnified
view is derived from the normal view. As the handle cannot be moved
completely up to the border of the chart there is always some space left
in the chart that shows a compressed grid. This serves as a visual cue
for the user that the chart is distorted and how strong the distortion is.

(a)

(b)

(c)

(d)

(e)

Figure 22. Two ways to magnify a charts focus area using the chart’s scale.
Either changing the view from a 100% display (a) to a completely
magnified view (b) using a drop down menu integrated into the
chart’s scale. Or moving a handle along the scale (c) to first create a partially magnified focus area (d) and finally to completely
maximize the focus area (e).

Figure 23 illustrates the benefits of applying Bifocal Display techniques on bar charts. While in the normal view (Figure 23 (a)) differences between bars are harder to see as less space is available, differences in trends of the two management scenarios can easily be seen
from the magnified view (Figure 23 (b)).
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(a) Normal view.

(b) Magnified view.

Figure 23. Application of the Bifocal Display to bar charts. Differences in the
trends of management scenarios can be better seen in the magnified
view (b) than in the normal view (a).

Bifocal Display techniques can also be used to enhance stacked bar
charts. In a stacked bar chart only the bottom bar segments (and to
some extend the top bar segments) are aligned to a base line which
makes comparing of intermediate segments difficult (see Figure 24 (a)).
Selecting one or more attributes, creates a focus area in the chart. This
introduces another baseline which makes it easy to compare the bars
inside the focus area. The focus area can be magnified but the remainder of the chart still provides some context information (see Figure 24
(b)).
4.2.2 Comparing Cases
As several cases will be of interest to a forest manager it is important
to provide means which allow a user to compare the data of different
cases.
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(a) Normal view.

(b) Magnified view.

Figure 24. Application of the Bifocal Display to stacked bar charts. Selecting
an attribute brings it into focus and aligns it at a new baseline (b).
Thus, the bar segments for this attribute can be easily compared—in
contrast to a normal bar chart (a).

Transparency
If computer tools don’t support comparing of different data sets or
views, users come up with solutions to compensate this deficiency.
One such solution is to print out different graphs on thin semi-transparent
paper and hold the print outs against each other and against a strong
light source. On the computer this interaction could be directly imitated by using transparent windows that can be dragged on top of
each other. While window managers of up-to-date operating systems
support transparency for windows, implementing this technique introduces a number of problems:
• Only top-level windows1 can be made transparent, but not subregions of a window. Ideally, only the chart itself should be
1 Top-level windows are windows or dialogs that can be freely moved on the desktop.
For example, windows inside a MDI are no top-level windows.
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(a) Entirely transparent window.

(b) Window with a transparent region.

Figure 25. Prototypical implementation of transparent windows.

transparent but not the entire window. If the entire window is
transparent it becomes harder to use, as interface components are
harder to see and interface components of an underlying window might be confused to belong to the transparent one or vice
versa (see Figure 25 (a)).
This problem can bypassed by using two top-level windows: an
opaque top-level window is used to provide window decorations
(a title bar and a frame) and space for interface components. A
region is removed from that window by applying a mask. A
transparent window is placed inside that “hole” and displays
the chart. If the two windows are synchronized appropriately
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(moving, resizing, hiding, etc.) they appear as being one window
(see Figure 25 (b)).
• Synchronizing windows that should be compared is the next issue: Comparing is only meaningful for windows that are located
exactly on top of each other, such that charts have the same base
line, and are using the same scale (distortions).
• Using transparent windows has impact on the drawing speed.
Each region under a transparent window needs to be rendered
before the transparent window on top of it is finally drawn. Having a stack of n transparent windows on the screen takes n + 1
times longer to render than a single opaque window. Beside the
performance issue, only up to three or four transparent charts
can be placed on top of each without losing their readability.
While using transparent windows does not seem like the ideal method
to compare different cases in the LuMPB Key, I see other applications
for their use. I can image a tool that would allow users to select windows and apply transparency to them. This could be used to compare
the content of different windows (e. g. to find differences in two maps)
or to provide context (e. g. an image someone is writing about could
be located under a transparent text editor).
Merging Charts - Case Comparing
As Figure 15 in Chapter 3 suggests, data blocks and thus charts can be
merged. In a chart not single bars but groups of bars are shown. In
each group, the first bar represents the first case, the second bar the
second case, and so on. Silhouettes around each individual bar allow
to distinguish them. In contrast to transparent windows, ten different
cases can be easily visualized at once (see Figure 26).

Figure 26. Merging charts to compare cases: each management scenario shows
a group of bars. Each bar represents one case.

4.2 visualizing the simulation results

4.2.3 Alternative Visualization Techniques
While the organization of a case into a data block already suggests to
use charts to represent different views on that data block, alternative
visualization techniques exist.
Polyline Techniques
Both, Star Coordinates [49, 34] and Parallel Coordinates [28, 29] are
line based techniques that are used to visualize multi-dimensional
data. For example, the axes of Star Coordinates or Parallel Coordinates could represent the different forest attributes. Polylines can then
be used to connect points that belong to the same management scenario, allowing to compare scenarios for a given year. The 2d techniques Star Coordinates or Parallel Coordinates can be combined into
a 3d visualization. Fanea et al. integrate both into an interactive 3d
visualization named Parallel Glyphs [25]. The extension into the third
dimension could be used to show the results for several cases at once.
However, a general problem of charts that show several polylines
is that line segments can overlap and obscure each other, making it
harder to read the visualization. On the one hand, the number of lines
can be reduced using filtering, i. e. by showing just a subset of the
data. On the other hand, lens techniques can be used to curve lines
away from an area of interest to solve the problem of occlusion in that
area [70].
Time Rings
Another approach I considered uses concentric rings to represent time
(like a tree’s annual rings or circular waves). Rays—starting in the
center of the rings—represent the management scenarios within a case.
At each intersection of a ray with a circle a filled circle is placed. The
area of such circle represents the value of the forest attribute for the
given management scenario at the given time step. A filled circle in
the center of the visualization represents the initial value of the forest
attribute. This start condition is the same for all management scenarios
within the same case. Figure 27 (a) illustrates the basic layout of the
Time Ring visualization. A couple of visualization and interaction
techniques are implied by the design:
• Dashed outline around and item can indicate a start condition,
to serve as a reference.
• A ring ruler could be used to compare management scenarios at
a given year.
• A tube ruler could be used to emphasize the changes over time
for a selected scenario.
• Tool tips can provide further information.
The main advantage of the Time Ring visualization is that it allows
to compare several scenarios at different time steps at once. Furthermore, if extended to 3d, Time Rings also allow comparing over different cases. Several cases can be imagined as a stack of Time Ring
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4.2 visualizing the simulation results

discs. Presenting a side view on this stack of discs allows to compare
two management scenarios over time for several cases, as illustrated in
Figure 27 (b).
However, not the complete time range can be shown at once due
to space limitations. Thus, only a time frame or certain steps can be
shown at once. While I use the area of the circles to represent the
value of an attribute in the proposed design of the Time Rings, this violates the design guideline that data-to-graphic dimensionality should
be preserved [64, 4]. For example, crosses could be used to replace
the circles with the length of the bars representing the value of the
attribute. Whichever type of item is actually being used it allows only
to see big differences as space for an individual item is very limited.
Scatter Plots
Scatter plots can be used to show relations between attributes. They
use the human’s very good abilities to read and compare relative position. In particular, scatter plots could be used to show trade offs
between management scenarios. For example, showing the percentage
of cumulatively killed pine volume versus the percentage of standing
green pine volume reveals that in some cases, even though forest management reduces the amount of killed pine, just the same amount of
pine or even less pine is left standing in the forest compared to no
management (see Figure 28 (a)).
This relationship can also be extracted from the stacked bar charts—
especially if the chart is focused on cumulative kill (see see Figure 28
(b)). In addition, the stacked bar chart also reveals the reason: (aggressive) forest management cuts living pine (before it gets infested by
beetles).
If scatter plots are introduced into the LuMPB Key later, they should
provide Bifocal Display techniques similar to the bar charts.
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Figure 28. Scatter plot (a) and stacked bar chart (b) showing relations of standing green pine volume to cumulatively killed pine volume at year
20.

4.3 user interface

4.3 user interface
I implemented the LuMPB Key as a multi document interface (MDI).
There is one window for selecting cases from the table interface. Each
opened case is represented in its own window. Multiple case-comparing
windows can be created to compare different sets of cases. To be able
to navigate comfortably between the different windows the MDI provides tab bars.
The charts in the case windows as well as in the case-comparing
windows are laid out in a multiple view interface. My main purpose
of showing the charts in a multiple view interface is to present the
data in easy to manage units, thus following Baldonado et al.’s “rule
of Decomposition” [2] (see Section 2.3.8). The interface consists of a
focus and a two context areas. The focus area uses most of the screen
space and displays a chart. Initially, this is a bar chart showing the
amount of green pine volume left living in the forest after the end of
the simulations for all management scenarios simulated in this case.
This view is in focus, because that is the information forest managers
want to see first. A context area is located below the focus area and
provides charts for different views on the data. This context area is
divided into two parts. The left part contains the scenario charts, and
the right part contains the time series charts. Charts can be moved
from the context area into the focus area. The second context area is
a text browser that is located to the right beside the main area and
that is minimized by default. If the user requests context information
about a management scenario or forest attribute, this area is enlarged
showing a textual description. The size of all areas can be changed
by moving the separators between them. The charts use a Level-ofDetail function to determine how much of them is displayed on the
screen depending on their size. If less space is available for a chart
less important interface components, labels, and other elements are
removed. While a small chart does not allow accurate reading, my
intend is to inform the user that different views on the data exist and
I want them to be easily accessible. To communicate the relationships
between the different views, thus following Baldonado et al.’s rules
of “Self-Evidence” and “Consistency” for multiple view interfaces [2],
and to show that they are in fact only different views on the same data
set, certain properties of the charts are linked together:
• Changing the displayed forest attribute in the management-scenario
bar chart, also changes it in the time-series bar chart and vice
versa.
• Changing the order or selection of attributes in one stacked bar
chart is reflected in the other stacked bar chart.
• Changing the time in one of the management-scenario charts also
changes it in the other one.
• Changing the selection of scenarios to be visualized in one time
chart also changes it in the other one.
• Changing the focus area in one (stacked) bar chart also changes
it in the other (stacked) bar chart.
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4.4 conclusion
I presented the LuMPB Key at several stages of development to the
project members at the Pacific Forestry Centre. The visualizations, the
interactions to manipulate views, and the presentation of the charts in
a multiple view interface were well received. The scientists consider
the user interface clear and easy-to-use. In particular, they like the
map interface as a starting point for selecting cases of interest.

5

C A S E S T U D Y A N D E VA L U AT I O N

In this chapter I give a walk-through example to familiarize the reader
with the LuMPB Key. Selecting a case and comparing scenarios within
a case is covered as well as the comparing of different cases. Parts of
the LuMPB Key have been subject to a heuristic evaluation of the visualization techniques [72]. Subsequent to the walk-through example, I
present results from this evaluation and additionally I apply usability
heuristics on the user interface.
5.1 case study
To illustrate the use of the LuMPB Key, I will step through an example.
A forest manager is interested in how mountain pine beetle would affect the landscape unit for which he is responsible. While decisions
in forest management (e. g. the allocation of harvest capacity) will ultimately be the result of a blend of input from various sources, the
manager wants to know what should be done if beetle management
was the only consideration. For this task he has access to the LuMPB
Key including the simulation data.
5.1.1 Case Selection
The tool offers the manager three ways to access the simulation data.
He could load a forest classification file, select a landscape unit from
the tool’s map interface, or specify simulation parameters manually.
A forest classification can be generated with a SELES model based on
GIS data for a landscape unit, creating a mapping into the simulation
space. As he has no such classification with up-to-date data prepared,
the manager decides to select his landscape unit from the map interface. The map shows the forestry districts of British Columbia (see
Figure 29). Clicking on the district in which his landscape unit is located causes the map to zoom in, revealing the individual landscape
units and allowing him to select the landscape unit of interest. Moving
the mouse over the map shows the classification for the unit under the
mouse (see Figure 30). Clicking on it switches the view to the case
selection table (see Figure 31). The landscape unit’s classification is
used as a filter on the list of cases, reducing the list from 1754 cases to
208 potentially interesting cases. As his classification has values very
close to actual simulated ones for suitable and highly suitable forest,
the manager decides to concentrate on those. As the last winters were
warmer than in the previous decades he wants to focus on good beetle weather only. Furthermore, he disables the simulation option that
does not consider beetle immigration and emigration. Applying these
criteria reduces the list to 20 cases (see Figure 32).
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Figure 29. Selecting a district zooms into the map.

Figure 30. Selecting a landscape unit from the map: moving the mouse over
a landscape unit displays its classification in the status bar. Left
clicking on a landscape unit applies its classification as a filter on
the case list.

5.1 case study

Figure 31. List of cases after selecting a landscape unit on the map: the filtered
list contains 208 cases. Not all entries of the table can be displayed
on the screen. Black lines in the first three columns represent the
forest classification.

Figure 32. After applying additional filtering the list is reduced to 20 cases.
The user also sorted the list by the initial infestation. Selecting a
row increases its height, allowing to print the values into it. To
open a case the user presses the button in the last cell of the row.
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Figure 33. Initial view of the “case window”. Right clicking on a chart shows a
context menu that—among other options—allows to move the chart
into the main area.

5.1.2 Scenario Comparing
The manager opens a case with moderate initial beetle infestation. A
new window is created with a bar chart showing the amount of pine
trees left living in the forest after 20 years for ten different management scenarios. He immediately can see which management scenario
is best in protecting the pine trees under the selected conditions for his
landscape (see Figure 33). Two smaller charts in the lower part of the
window inform him, that different views on the data exist as well. A
stacked bar chart in the lower left corner shows the amount of cumulatively logged forest and standing forest for the currently selected year.
In the lower right corner, he can toggle the view between a bar chart
showing a time series for one (or more) management scenario and a
single attribute or a corresponding stack bar chart.
The manager now wants to see how the forest is affected by beetles
over time. He moves the stacked bar chart version of the time series
into the main area and brings all the attributes adding up to cumulatively killed volume into focus. The manager selects an aggressive
management scenario and compares it against no management as a
reference (see Figure 34). He also enlarges the focus area by moving
the handles on the x-axis, thus making the differences between bars
more apparent. Clicking on a set of bars displays a tool tip that prints
all the values for the selected bar section.

5.1 case study

Figure 34. Stacked bar chart comparing the time series for two management
scenarios moved into focus. In this chart the attributes combined
to cumulative kill are put into focus. Left clicking on a set of bars
opens a tool tip showing the mean values of the different bar sections. Right beside the main area is a description of one management scenario.

5.1.3 Case Comparing
Now the manager wants to know what would happen under more
optimistic conditions. He chooses cases with bad weather conditions
for beetles and equal external MPB pressure. He opens a new casecomparing window and enables comparing over all currently open
cases.
Figure 35 shows this view, comparing four cases. For this set of
cases the manager can see that weather has more influence on the general outcome than the beetle pressure. In a second case-comparing
window he compares the effect of different initial infestation levels
for high beetle pressure and and good beetle weather (see Figure 36).
From this view he learns, that the “BMPopAgHeli” scenario is able
to control beetles up to an infestation level of 0.7%, while the other
scenarios already fail. The “BMPopAgHeli” scenario asumes high detection rates of new beetle infestation and allows logging in remote
areas. Helicopters are used to bring people into areas with no road
access to search for new infestation and to log there. For high infestation, even this scenario is not able to control the beetles. A reason for
this is that even though the “BMPopAgHeli” scenario might be able to
detect lots of beetle infestation, it is restricted to annual allowable cuts,
thus not able to log in all infested areas.
In general, case comparing allows a forest manager to see the range

59

60

case study and evaluation

Figure 35. The “case-comparing window” uses the same layout as the “case
window”.

Figure 36. Comparing different cases in the stacked bar chart at year 20 with a
focus on standing green pine.

5.2 evaluation

of results of management scenarios for extreme conditions, and which
conditions have more importance or impact.
5.1.4 Further Options
The manager has two possibilities to save certain views. He can take
screen shots of a single chart or a complete window. Along with each
screen shot an HTML page is created, that list the simulation options
for that data and embeds the image. Furthermore, he can save the
current application state—including all open cases and arrangements
made in each chart—into a session file. This allows him to continue
his examination of the simulation data at a later point, or the send the
session file to colleagues, to ask for their opinions.
5.2 evaluation
In general, evaluation is the analysis and assessment of a system or a
process. A visual decision support system such as the LuMPB Key could
be evaluated regarding the quality of its data, its user interface, and
the visualization techniques being used.
Deeply analyzing the simulation data lays out of the scope of this
thesis. During the project, the simulation output was analyzed by the
simulation designers and several adjustments to the simulation design
were made before the final set of output data has been created. One
point, where the existing data set could be improved, is to increase
the number of replicate runs (currently five) for each simulation. The
reason why there are not more replicates is the lack of computing time.
A single simulation run takes about 30 minutes. It took about half a
year and eight computers to generate the present data set.
To test the user interface and the visualizations, a user study would
be ideal. A user study would help to gain insight on how users use
the tool and where they have problems. Based on the results of such
a study, the LuMPB Key could be improved, focusing on user needs.
Though, preparing and conducting a user study is a time consuming
process and is therefor out of the scope of this thesis.
Heuristic evaluation, on the other hand, is an evaluation technique
that requires less resources and that can reveal common problems. In
human-computer interaction (HCI), heuristic evaluation is commonly
used to find usability problems at different development stages of a
product. It involves a small number of evaluators—five are considered
to be a useful number—inspecting a system according to guidelines
relevant to the system [44]. While heuristic evaluation is a well know
technique in HCI, it is a fairly new research topic in visualization.
5.3 evaluation of the visualizations
Parts of the LuMPB Key has been subject to an evaluation using heuristics from Information Visualization [72]. Though the purpose of the
evaluation was not to appropriately evaluate the LuMPB Key, but to
generate valuable discussion about heuristic evaluation in visualization, it created valuable feedback about the tool. The version of the
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Figure 37. Case window at the time of the evaluation. Note that different color
values are used for different management scenarios.

LuMPB Key that has been subject to the evaluation differs in two main
aspects from the final version (which was used and illustrated in the
walk-trough example in the previous section). After the evaluation I
changed the color scheme to use the same color value for all management scenarios. As a response to the evaluation I implemented the
tool tip queries for the bars. Figure 37 shows a case window of the
LuMPB Key at the time of the evaluation.
5.3.1 Methodology
The evaluation was done by four computer science graduate students
in the Interactions Lab at the University of Calgary, including myself,
two Ph.D. students in Information Visualization (one of them with experience in applying Zuk and Carpendale’s selection of heuristics for
evaluation of visualizations [71]), and a Ph.D. student in HCI. We individually applied three different sets of heuristics to the forest attribute
vs. management scenario charts in the case window (see Figure 37). At
certain points, I took other parts of the tool into consideration as well.
The evaluation was followed by discussion between all evaluators, analyzing the individual findings and a meta-analysis of the heuristics
and the process, based on specific findings.
5.3.2 Perceptual and Cognitive Heuristics
The first set of heuristics that we applied was Zuk and Carpendale’s
selection of perceptual and cognitive heuristics [71], based on Bertin’s
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[4], Ware’s [69], and Tufte’s [64] principles which I covered in Section 2.3. These heuristics were chosen, because they were designed to
be used as heuristics and have been in practice.
Ensure Visual Variable has Sufficient Length [4, 69]:
In general, we considered the mapping of the value of a quantitative
attribute onto length (height of a bar) or position (placement of the
label) to be appropriate. It can become a problem if very small values
are displayed in a chart with a big scale. The LuMPB Key addresses
this problem by providing bifocal display techniques for the charts.
The use of color is appropriate to distinguish between the type of
forest attributes (non-pine, living pine, pine sawlogs, etc.). A texture
or pattern is used to distinguish between different classes of the forest
attributes: no pattern for trees standing in the forest, a diagonal line
pattern for annually logged trees, and a diagonal cross line pattern for
cumulatively logged trees. One evaluator complained the latter ones
would be hard to distinguish.
In the table interface for selecting cases, the length of bars is used to
encoded values of quantitative attributes (e. g. percentage of suitable
forest). As there are a number of columns that have to share screen
space, the space available for a single bar is limited. Thus, it can be
hard to distinguish between different values, such as 1.5%, 3.5%, and
5.5% on a scale from 0% to 100%. While expanding a row or moving
the mouse cursor over a row reveals the values for that case, saturation
could additionally be used to encode the values, thus showing differences. Using different positions within a cell and different colors for
nominal attributes (beetle distribution) or ordinal attributes (weather
and beetle pressure) causes no problems.
Preserve Data-to-Graphic Dimensionality [64, 4]:
Using bar charts is widely accepted. One could argue that the bars
actually have an area. However, since the bars in one chart have the
same width their length and not their area is read.
Put the Most Data in the Least Space [64]:
By their nature, bars in a stacked bar chart completely fill the available space. The ability to distort the view, i. e. to use more space for
bars, was considered good. One evaluator suggested to automatically
provide a maximal distorted view for small values, to absolutely stick
to this guideline. But this would mean that each chart might have its
own scale, thus introducing inconsistency among different views (this
could be seen as a break of Nielsen’s usability heuristics “consistency
and standards” [44], which I discus later). Users might even miss the
fact that a chart is distorted and misinterpret the data. If users themselves distort the view, they are aware of the distortion. Another evaluator pointed out, that the dashed outlines provided to indicate the
initial amount of standing green pine (or standing non-pine) should
use more ink to be easier visible.
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Provide Multiple Levels of Detail [64, 69]:
The LuMPB Key provides multiple levels of detail on a global and local
scale. Globally, different charts showing different views on the data
can be on the screen at the same time. Stacked bar charts show an
aggregation of attributes, providing overview and context. Bar charts
show just a single attribute, but allow to select from a wider range
of attributes (annual logged forest) and show the standard deviation
resulting from replicate simulation runs. Locally, bifocal display techniques allow to increase the space that is used to render a certain section of the chart.
One evaluator complained that no details were revealed than clicking on a bar or section of a bar and suggested tool tips to be used. In
the final version of the LuMPB KeyI integrated tool tips in response to
the evaluation.
Remove the Extraneous (Ink) [64]:
We found no complaints on the charts. The interface is clear and no
drawings dominate over the data visualizations. This is supported by
the fact that the charts use a Level of Detail function that depends on
their size. If less space is available for a chart it displays less components. Furthermore the user can disable the drawing of a chart’s grid,
the error bars, and dashed outlines that indicate the initial amount of
pine (non-pine).
Management units in the map interface are colored just randomly,
to separate them from each other. Color could be used less extensively here. One possibility would be to use the same color for all
the management units within one district, to have a mapping between
landscape unit and district. Another possibility might be to encode
certain forest classification properties of landscape units by color.
Consider Gestalt Laws [69]:
Management scenarios with nearly the same color value could easily
be grouped together, but this grouping is not wanted. For this reason,
and to not overload the display with to many color tones, different
color values are not used to distinguish between management scenarios in the final version of the LuMPB Key.
Integrate Text Wherever Relevant [64, 69]:
Two evaluators found with this heuristic that there should be ways to
query values for a certain bar or group of bars. If two or more management scenarios are compared in the time series chart or if several
cases are compared, values for only one selected scenario or case are
printed in each group of bars (see Figure 34 and Figure 35. Note that
these are images from the final version of the LuMPB Key which already has tool tips implemented.). This makes it hard to compare the
exact values within such a group. Tool tips could be used to display
and compare the values. As a response to the evaluation, I integrated
tool tips in the final version of the LuMPB Key.
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A good example for the integration of text is that the management
scenarios’ names are used to label the bars and thus also separate
them. Additionally, descriptions about the management scenarios can
be queried and displayed.
Don’t Expect a Reading Order From Color Hue [4, 69]:
We found no problem here, as color hue is not used to indicate any
order in the data.
Color Perception Varies With Size of Colored Item [4, 69]:
If two or more management scenarios are compared in the time series chart, especially if it is of small size, it is hard to distinguish the
scenarios by their color value.
Local Contrast Affects Color & Gray Perception [69]:
In situations, like described in the previous heuristic, the high number
of color (values) makes the view hard on the eyes. The final version of
the LuMPB Key does not use color values to distinguish management
scenarios.
Consider People with Color Blindness [69]:
One of the evaluators used the Vischeck software [51] to test the visualizations against common color blindness. These tests showed that
certain color combinations that appear by default side by side in the
stacked bars are hard or not distinguishable by color blind people (see
Figure 40 in Appendix A. If the color scheme should not be changed,
one solution could be to provide an option to draw outlines (e. g. in
black) around each bar segment, thus separating them. Tool tips that
are used to display the value of a bar segment could also name the
attribute. In general it might be a good idea to allow users to change
the predefined color scheme or even provide different color schemes
that address color blindness.
Preattentive Benefits Increase with Field of View [4, 69]:
In the attribute versus management scenario chart, the user can enable the sorting of management scenarios by their currently displayed
value. Changing the time in the view can cause management scenarios
to change positions. While with different color values for each management scenario a change can be easily noted by the user, an explicit
notification could emphasize the change (i. e. arrows that show which
scenarios changed position).
Quantitative Assessment Requires Position or Size Variation [4]:
As discussed in the first guideline of this set, size and position are used
to encode the values of forest attributes, thus we found no problems
here.
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5.3.3 Visual Information Seeking Mantra
The second set of heuristics that has been applied was Shneiderman’s
“Visual Information Seeking Mantra” [60]. It was chosen because it
also has been used in the evaluation of visualizations previously.
Overview First:
Globally, the tool starts with an overview of the simulation space from
which the cases of interest are selected. Locally, in the case window,
the tool shows a very specific view: the amount of living pine left
standing in the forest after 20 years. However, this was an explicit
design decision (see Section 3.3), as this is what forest managers really
want to know first: how good are the different management scenarios
in protecting the pine.
Zoom and Filter:
While it is possible to apply bifocal display techniques along the x-axis
to increase space, it is not possible to zoom and filter along the y-axis,
i. e. increasing the space for certain management scenarios (or years in
the time series charts).
The table lens like interface to select cases provides good means for
filtering in each dimension of the simulation space, to find relevant
cases.
Details on Demand:
As exposed previously, evaluators missed tool tips or other techniques
to query specific values for a bar.
Relate:
While it is possible to reorder attributes in the stacked bar chart, it is
not possible to reorder management scenarios manually. For example,
drag and drop techniques could be used to bring two management
scenarios one wants to compare side by side.
Extract:
The LuMPB Key supports the creation of screen shots. Along with the
image an HTML file is created that lists the simulation conditions for
the visualized data.
Provide History (Undo/Redo):
The ability to save the state of the tool as a session file was considered to be very good by all the evaluators. One evaluator suggested
to provide an overview of the sessions directly into the interface, but
also noted that this would clutter the interface. The LuMPB Key does
not provide Undo/Redo functions and these should be added. However, these functions need to be designed carefully. The history for
actions could be implemented globally for the entire tool (e. g. switching from one window to another would be covered) or locally for each
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individual window. Also, if someone really does a lot of browsing
in the history this can create many branches that need to be handled
appropriately.
5.3.4 Knowledge Percepts for Design and Evaluation of Information Visualizations
Amar and Stasko’s knowledge and task-based framework [1] has been
chosen as the third set for the evaluation, because it has been designed
to be used in the evaluation and the design of of information visualizations.
Determine Domain Parameters
Since the LuMPB Key is a data-driven tool, it communicates the domain parameters in the data set. Explanations of the dimensions of
the simulation space and the management scenarios are part of the
data, and facilities to query these explanations are integrated into the
tool.
Expose Multivariate Explanation & Facilitate Hypothesis Testing
The LuMPB Key supports some multivariate explanation and hypothesis testing in the sense that users are able to compare different cases
(i. e. the results for different simulation parameters). By the complex
nature of the simulations it is impossible to specify new parameters
(e. g. to see what would happen with 1.0% initial beetle infestation),
create a corresponding simulation model, and get the results on the
fly. As I discussed in Section 3.2.2 it is not advisable to interpolate between different simulation conditions. For the same reasons it is hard
or even impossible to find exact correlations.
Expose Uncertainty
In the bar charts, error bars are used to display the standard deviation. Additional statistical information such as minimum and maximum values could be integrated. Users should be informed about the
number of replicates within the visualization. In the final version of
the LuMPB Key the number of replicates has been added to the tool
tips that are displayed if a user clicks on a bar.
Concretize Relationships
Moving through time shows how that green pine gets killed and the
standing forest volume decreases because of harvesting. To communicate the relations between the forest attributes even for laypersons
a diagram such as Figure 12 in Section 3.2.2 could be added to the
descriptions provide in the tool. As discussed in Figure 4.2.3, scatter
plots could be used to show relations between forest attributes. As I
have shown, relevant relations can also be read from the stacked bar
charts.
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Formulate Cause & Effect
The visualizations themselves provide no information why certain management scenarios have quite similar or very different outcomes. While
descriptions of the management scenarios are included in the tool, they
only help domain experts to draw conclusions on these outcomes. Providing additional information would directly explanation certain outcomes. For example, showing that the (detected) area infested by beetles exceeds the area that can be cut in one year would help to explain
why a certain management scenario is not able to control beetles.
5.3.5 Discussion
In general, we found it valuable to apply visualization-specific heuristics, as we found problems which we would not have found from just
a usability perspective. Many problems we found crossed theoretical and knowledge boundaries, and therefore the evaluation process
would benefit from including experts from visualization, usability, and
the domain area.
Our evaluation raised the question what a minimal set of heuristics
could be and how heuristics could be organized. Sometimes, heuristics
from different sets pointed out the same problem from different perspectives. In our case study, provide multiple levels of detail, integrate text
wherever relevant, and details on demand, all revealed that tool tips could
be used to display mean values and standard deviation than the user
clicks on a bar. Some heuristics can be applied to single parts of a system while others should take the complete system into consideration.
This could be one way to categorize heuristics. Another way could be
to organize heuristics according to their application (e. g. perception,
usability, and discovery process).
5.4 evaluation of the user interface
Nielsen provided ten heuristics that he finds most important for the
usability of a system [44]. While the previous evaluation focused on
the effectiveness of the visualizations, I now use these guidelines to
check the usability of the LuMPB Key. It should be noted that this
evaluation would be more relevant if performed by more evaluators.
Visibility of System Status
A program should keep the user informed about what is happening,
using appropriate feedback within reasonable time.
In the LuMPB Key two situations exist in which the system performs
an operation, where the user cannot interact with the tool in the meantime. On the program startup, several directories are read to determine
the available simulation data. On slower computers, or if the LuMPB
Key is run from a CD, this can take some seconds. A message in the
tool’s status bar informs the user that the data is initialized and a
progress bar shows the status of the operation. If this option was not
disabled by the user, a start screen is displayed meanwhile, that lists
options on how to proceed using the tool.
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The second situation, in which a delay can occur, is sorting the list
of cases or applying a classification on it. It usually takes less than a
second to do this, but on slower computers or with longer case lists
(e. g. if new simulation data is added in the future) these operations
can require more time. Again, a progress bar integrated into the status
bar shows the progress of these operations.
If the user takes a screen shot a message is printed in the status bar,
informing the user about the location of the created file. Furthermore,
a button appears beside the message. Clicking that button opens the
HTML page that embeds the screen shot in the system’s default web
browser, allowing the user immediately to view the results of his or
her action.
Match between System and the Real World
A program should use the user’s language, rather than system-oriented
terms. Information should be presented in a natural and logical order,
following real-world conventions the user is familiar with.
The naming of forest attributes resulted from consultation with domain experts involved in the project. The integrated descriptions of
simulation parameters and management scenarios was provided by
them as well. This ensures that users with a forestry background can
understand them. The LuMPB Key’s interface uses English, but supports the integration of other languages as well.
User Control and Freedom
A program should support undo and redo, to help users to recover
from states they reached by mistake. This guideline is similar to Shneiderman’s “Provide history” [60] and has been discussed there (see Section 5.3.3).
Consistency and Standards
Users should not have to wonder whether different words, situations,
or actions mean the same thing. A program should stick to platform
conventions.
I don’t see problems here. For example, certain functions can be
found in the appropriate menus (program and file related functions
are located in the first menu, called Program, and so on). Using tabs
to toggle between different windows is a common and well accepted
technique in a MDI. Certain key bindings I used can typically be found
in other programs as well (F1, Ctrl + mouse click to add an item to a
selection, Shift + mouse click to select a range of items).
Error Prevention
Even better than good error messages is a careful design which prevents a problem from occurring in the first place. If error-prone situations cannot be avoided, a confirmation option should be presented to
the user before she or he commits to the action.
I don’t see many of these conditions in the LuMPB Key’s interface.
By default a dialog is displayed if a user’s action will close currently
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Figure 38. Example of a warning dialog.

open windows. Thus the user is notified about the situation and can
either continue or abort the action. These messages can be disabled
from within the dialog. For an example see Figure 38.
Another potential scenario is mentioned in the next guideline’s discussion.
Help Users Recognize, Diagnose, and Recover from Errors
Error messages should be expressed in plain language, rather than
cryptic codes. They should precisely indicate the problem and suggest
a solution.
I see one scenario which requires error messages, but it is unlikely
to happen: The LuMPB Key uses a configuration file that points the
program to the directory that contains the simulation data to be visualized and some data specific configuration files. Changing this directory would allow to visualize simulation data from different projects.
An option to change the directory from the tool’s settings dialog is
implemented, though it is disabled in the current setup.
In case a user specifies a wrong directory, some configuration files
have been removed, or the entire directory has been removed, the tool
cannot find (all) required data. For the first file it misses, an error message is displayed in the status bar, saying that a file is missing and what
the filename is (see Figure 39 (c)). While the error message is printed
in red, it would be better to use a dialog, to make sure the user does
not miss this message. The message itself should be more informative.
It is unlikely that just a single file is missing (though it is possible),
but it is more likely that the wrong data directory was specified in
the configuration file. This should be stated in the error message, and
the message should also inform where and how to change the data
directory.
If the option to change the data directory would be available in
the tool’s settings dialog, the error message should point the user
there. This option itself should include a confirmation option, before
a change is made.
Recognition rather than Recall
To minimize the user’s memory load, objects, actions, and options
should be made visible.
Controls to select the data that is displayed in a chart are directly integrated into the chart. For example, the drop down menu to select the

5.4 evaluation of the user interface

(a) Progress indication while initializing data.

(b) Notification about the successful generation of a screen shot, providing a button to
immediately view the results.

(c) Rather incomplete error message.

Figure 39. Three examples of system messages. The first two messages (a) and
(b) are informative. The second one (b) even provides a pointer to
review the results. The error message (c) names the problem but is
to specific and does not provide information on how to solve the
problem. It rather should be implemented as dialog to draw more
attention.

forest attribute to be displayed in a bar chart or the spin box and slider,
that allow to change the year in the forest attribute vs. management
scenario chart are seamlessly integrated into these charts’ labels.
Flexibility and Efficiency of Use
A program should additionally provide accelerators to speed up frequent interaction. Users should be able to tailor to frequent actions.
At this point a number of interactions accessible by menu entries
do also support a keyboard shortcut (e. g. moving a chart into focus). Users cannot change these shortcuts, but have to stick to the
key-setting provided by the tool, which I see as a minor drawback.
The table interface for selecting cases supports some common actions
(expanding or collapsing all rows and opening all currently selected
cases). The stacked bar charts provide common attribute groupings
(e. g.focusing on the cumulatively killed pine) that users can apply
from a context menu.
To find out where else in the LuMPB Key accelerators should be provided, a user study seems best to be responsive to users’ needs. One
point that comes to my mind is that there could be a button integrated
into the charts that allows to toggle between the completely distorted
and the non-distorted view.
Aesthetic and Minimalist Design
Dialogs should only contain relevant information. Any irrelevant extra
information competes with relevant parts, diminishing their visibility.
This heuristic is similar to Tufte’s “remove the extraneous (ink)” [64],
but it more specifically deals with text.
There are not many dialogs in the LuMPB Key, and these don’t contain irrelevant information. Thus, I see no problems here.
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Help and Documentation
The more self-explaining a program is the better it is. Nevertheless,
providing help and documentation might be necessary. Any such information should be easy to access, clear and brief, list concrete steps
to be carried out.
The LuMPB Key’s help is very short at the moment. It lists mouse
interactions that are required to access certain features. Functionality
of menu items and button is not documented, as their labels seem selfexplaining. The user documentation can be improved here. For the
future it is planned to create videos, which explain the use of the tool.

6

CONCLUSION

In this thesis I designed and implemented the LuMPB Key, an interactive multiple view interface for the exploration and visualization of
the simulation data generated in the “Projection of the Efficacy of MPB
Management at the Landscape Scale”. In my thesis I provided a model
for the organization of that simulation data. Based on this model I analyzed different visualization techniques for their suitability to present
the simulation space, to visualize simulation result from a case, and
to compare results from different cases. For testing purposes and to
demonstrate their drawbacks, I prototypically implemented some of
these techniques. The final version of the LuMPB Key uses a TableLens-like interface to present the simulation space. This interface provides an overview on the entire simulation space, and it allows to
apply filters on all dimensions of that space. Users are able to select a
landscape unit from a map interface. Rough forest classification data
for the selected landscape unit is used as a filter on the table so that
only relevant cases are shown. The simulation results are presented
at several levels of detail, using a multiple view interface. Interactive
bar charts and stacked bar charts allow to compare the results of management scenarios within a case, to view time series of scenarios, and
to compare different cases. The LuMPB Key is an effective and easy to
use interface and visualization system that exceeds the expectations of
the initiators of this project at the Pacific Forestry Centre.
The LuMPB Key has been demonstrated at “The Alberta/British Columbia Intermountain Forest Health Workshop”, at the University of
Prince George, and to several other people in forestry. The forestry
service in Alberta has shown interest into the entire project, since the
mountain pine beetle started to become a problem there, too. The
province is confronted with beetle immigration from British Columbia. The LuMPB Key will be made publicly available on the websites
of the Pacific Forestry Centre, soon. The publication of the tool in
the “Mountain Pine Beetle Initiative Information Report” or a similar
forestry journal is planned for autumn 2006.
While I designed the LuMPB Key to meet the requirements of the
“Projection of the Efficacy of MPB Management at the Landscape Scale”,
it can be used to explore and visualize data sets from similar projects
as well. For example, in the “Provincial-Level Projection of the Current Mountain Pine Beetle Outbreak” [16] huge amounts of simulation
data have been created, too. Although this project focused on spatial
aspects of the mountain pine beetle outbreak, the LuMPB Key could
be used to show the summaries of the impact the beetles would cause
under certain conditions.
A heuristic evaluation of the LuMPB Key revealed points where the
tool could be improved. While I addressed some of the issues that have
been found, further work can be done. An extensive heuristic evaluation with more evaluators would be useful to make sure that neither
major visualization problems nor major usability problems have been
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missed. Ideally, a user study would be conducted to see how well forest managers are able to use the tool. Acquiring feedback from the
users can also show at which points the data set might need to be
extended.

A

APPENDIX

colorblindness
The cone cells on the retina are the crucial physical components in
seeing color. People with normal color perception have three different types of cone cells which are categorized by the wavelength they
are sensitive to. L-cones mostly perceive long (reddish) wavelength,
m-cones mostly perceive middle (greenish) wavelength, and s-cones
mostly perceive short (bluish) wavelengths. Deficits in color perception are usually congenital and can be caused by altered sensitivity in
one cone type or by the complete absence of one cone type—which
is known as dichromacy. Figure 40 shows how deuteranopes (people
without l-cones), protanopes (people without m-cones), and tritanopes
(people without s-cones) would see the charts. Worldwide, approximately 7-8% of the men and 0.4% of the women are colorblind. Red
and green deficits comprise 99% of this group [57].

(a) Original (evaluation version)

(b) Deuteranope

(c) Protanope

(d) Tritanope

Figure 40. Analyzing charts for color blindness. A simulation of how a deuteranope (b), a protanope (c), and a tritanope (d) would see the charts.
Images generated with Vischeck [51].
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contents of the accompanying cd
The CD attached to this thesis includes all relevant information and
software. The contents are structured as follows:
• program/ contains the program executable, the preprocessed simulation data, configuration files, and all required Qt dlls. The
LuMPB Key.exe can be run directly from this directory on Microsoft Windows 98SE, Windows XP, or Windows 2000 systems.
• eval/ contains the version of the LuMPB Key that has been used
for the heuristic evaluation of the visualizations. Note, that it
uses Qt 4.1.0 (the required dlls are included).
• program/src/ includes the final version of the source code and
project files to compile the LuMPB Key application, additional
tools for the simulation data preprocessing, and the installer.
• software/ contains the installers for Trolltech’s Qt (version 4.1.2
open source edition) 1 and Nullsoft’s Scriptable Install System
NSIS (version 2.11) 2 , which I used for the development. Both, Qt
and NSIS are available under the GNU General Public License.
• thesis/ provides a PDF version of this thesis.
compiling the source code
The LuMPB Key has been developed using Qt 4.1.2. The application
was mainly programmed and tested using the MinGW tools 3 on a
Microsoft Windows XP system, though the source code compiles and
runs on Linux as well. Other operating systems supported by Qt have
not been tested. The following describes the setup on Windows XP:
• Install Qt 4.1.2 open source edition.
– If MinGW 3.4.2 or higher is not installed, let the Qt installer
download and install it.
– Also enable the option “Set QTDIR”.
• Create the Makefile by running: qmake LuMPBKey.pro -o Makefile
• Compile the source code by running: make

1 http://www.trolltech.com/
2 http://nsis.sourceforge.net/
3 http://www.mingw.org/
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